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When comparing two series of numerical weather prediction (NWP) skill scores,

the serial dependence of the scores needs to be taken into account. The problem may - -

be more generally stated as one of testing for the statistical significance of the dif-
ference between two samples, when serial dependence may be present within each
sample. Difference may be defined by location (mean or median) when scores are
quantitative, or may be defined as ‘better’ or ‘worse’ when the two series are con-
sidered as ranked pairs. A methodology is demonstrated that is applicable within
the framework of a classical significance test, but the assumptions of that test are
relaxed to the extent of allowing a population serial dependence of a specified form. .
A test statistic for comparing two series of skill scores is computed in the same way
as in the classical test, but the statistic is then referred to as an extended distribution
(possibly synthesised by Monte Carlo simulation) that depends upon the population
serial correlation. The methodology produces a similar asymptotic result to that of
the- traditional ‘effective sample size’ approach for large samples, but it is also
applicable to small samples.and to non-normal populations. In the case of a NWP
model with a long operational history, the population serial dependence may be well
known from historical data. However, if the relevant population serial correlation is
poorly known (as is often the case in practice) it is recommended that a result which
would be statistically significant for serially independent data, be qualified by stat-
ing the level of the population serial correlation necessary to negate statistical
significance. The application of the methodology to several well known parametric
and non-parametric tests is presented, for the case where the serial dependence is

first order autoregressive.

Introduction

The effect of serial correlation in reducing the in-
formation content of a series of observations has
been appreciated for a long time (e.g. Bartlett
(1935) in the general statistical literature, and
Brooks and Carruthers (1953) in meteorology).
Such a-lack of statistical independence between
successive observations needs to be taken into
account, both in assessing the reliability of
parameters estimated from such a series, and
in applying tests of statistical significance in-
volving those parameters. A traditional way of
taking serial correlation into-account has been by
means of an ‘effective sample size’. Brooks and
Carruthers (1953, p.326) considered a.first order
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autoregressive series with a lag-one correlation
coefficient p. They show that the population vari-
ance of the mean of N successive items drawn
from such a series is given by

Nip)) !

where o2 is the variance of the individual items.
Equation 1 is a special case of a more general
equation also given by Brooks and Carruthers,
from which formulae similar to Eqn 1 can be de-
rived for other forms of serial correlation. The
result in Eqn 1 may be contrasted with the well
known population variance of the mean of N in-
dependent normally distributed items, namely

of=c*N L2
)

az-(ol/N){1 + 2"p(1—
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For the purpose of calculating the variance of the
mean of N serially correlated items, comparison
of Eqns I and 2 defines an effective sample size
N’, given by

N’ =N/W .3

where W is the complicated expression inside the
curly brackets in Eqn 1. Approximate (asymp-
totic) forms of Eqn 1 are also given by Brooks and
Carruthers (1953), and by Mitchell (1966).

That a serially correlated sample of size N is
equivalent, in the sense described above, to a
serially independent sample of size N” is an intui-
tively appealing result. However, it is important
to note that ¢ and p in Eqn 1 are population par-
ameters, that in practice may not be well known.
Care is therefore necessary in the use of the effec-
tive sample size concept, when applying statistical
significance tests involving the means of serially
dependent data. On the basis of central limit the-
orem arguments, Katz (1982) concluded that the
effective sample size approach was asymptotically
valid for ‘large’ samples, when sample estimates
of o and preplace the population values in Eqn 1.
Similarly, Gastwirth and Rubin (1971) present
asymptotic results for first order autoregressive
dependence, that are applicable to classical
non-parametric tests. However, the results of
Thiebaux and Zwiers (1984) suggest that the prac-
tical sampling problems in estimating an effective
sample size may be severe, even for rather large
samples.

In any case, in circumstances other than the
‘large sample’ situation, an effective sample size
defined by equations like Eqns 1 and 3, should not
be used when testing sample means. For example
Jones (1976), Katz (1982) and Thiebaux and
Zwiers (1984) all point out that one cannot sub-
stitute N’ for N in a situation where, if the data
were independent, one would use significance
tests employing the Student’s t distribution rather
than the normal distribution (the ‘small sample’
case). The Student’s t distribution by definition is
the ratio of a normal distribution to a chi-square
distribution, and there is simply no reason why a
substitution of N’ for N should be valid in such
circumstances. Similarly, it would seem that sub-
stitution of N’ for N should not be used for small
samples in the non-parametric counterparts to
tests utilising the Student’s t distribution. The null
distributions of the test statistics in such tests are
in general discrete distributions that, as with
Student’s t, only approach normality for large
N.

The problem of estimating the serial depen-
dence will not be addressed in this paper, not
because it is easy, but rather because it is exten-
sively discussed elsewhere. General descriptions
of how to estimate (or model) the character and
magnitude of serial correlation from sampled
time series may be found in many textbooks (e.g.

Box and Jenkins (1976) for linear models, and
Tong (1990) for non-linear models), and specific
approaches relevant to this paper are discussed in
Thiebaux and Zwiers (1984), and Zwiers and
Thiebaux (1987). The focus of the following sec-
tions rather will be upon how to take serial corre-
lation into account, given its form. It is assumed
either that the serial dependence is well known
(e.g. from a long historical record), or alterna-
tively that the serial dependence is not well known
but that it is still of interest to know how the stat-
istical significance of a particular result would
vary as a function of serial dependence.

The specific purpose of the paper is to demon-
strate a methodology to account for the effects of
serial correlation when assessing forecast skill
scores from numerical weather prediction (NWP)
models. The methodology is designed for appli-
cation within the conceptually simple framework
of well known classical significance tests. Atten-
tion is focused on assessing the statistical signifi-
cance of changes in skill such as might result from
changes to a model itself and/or changes to the
initial data. The methodology is applicable within
the framework of both parametric and non-
parametric classical tests, but the assumptions
underlying such tests are relaxed to the extent of
permitting serial dependence in the data. The In-
troduction to Zwiers (1990) provides an informa-
tive overview of the assumptions inherent in
classical significance testing.

In following sections, different sets of circum-
stances that necessitate statistical comparisons of
NWP skill are discussed. A general approach to
accounting for serial correlation in such compari-
sons is set out. It is then shown how the general
approach is implemented for several common
parametric and non-parametric tests. Issues aris-
ing from uncertainties in specifying the true serial
correlation are mentioned. Finally, the paper is
summarised.

NWP skill comparisons

While most of the authors cited in the Introduc-
tion have considered serial correlation in relation
to climate studies and general circulation model
simulations, similar considerations apply to nu-
merical predictions of the type performed at oper-
ational forecast centres. Daley and Chervin
(1985), and Tribbia and Baumhefner (1988) have
addressed statistical significance issues in an
NWP context, but their focus was upon model
sensitivity and predictability considerations,
rather than upon serial dependence.

There are at least two distinct sets of circum-
stances that commonly arise at operational NWP
centres, each of which require consideration of
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serial correlation, but which require different
types of tests for statistical significance. The first
set of circumstances necessitates a comparison of
the skill of two series of forecasts from common
base times, typically at daily intervals. Planned
experiments, often called parallel trials, that are
designed to assess the impact of a proposed
change to a forecast model, or of a proposed
change to the operational data base are familiar
examples. The two series of forecasts in a parallel
trial are often termed a ‘control’ and an ‘exper-
imental’ series. The purpose of performing fore-
casts from common base times is to reduce
uncertainties due to another source of variation,
namely the synoptic situation. A comparison of
forecasts from different centres over the same
period of time may be considered in the same cat-
egory as a parallel trial.

A second set of circumstances on the other hand
compares the skill of the two series of forecasts,
again typically at daily intervals, but from differ-
ent base times. Such comparisons may be oppor-
tunistic rather than planned, a familiar example
being an inadvertent outage of an operational
observing system for a period of time. Another
example might be the comparison of the skill of an
operational model in the same month of success-
ive years, when a number of changes to the model
or data base have occurred in the interim. In such
examples, a statistically significant result of
course could not unambiguously be ascribed
either to model/data differences or to the different
synoptic situations.

From a statistical viewpoint the first set of cir-
cumstances calls for paired, or one-sample tests of
statistical significance, and the second set calls for
two-sample tests. For brevity, the first set of cir-
cumstances will be referred to as the ‘parallel
trial’, or the ‘paired’ case, and the second as the
‘unpaired’, or the ‘two-sample’ case. Parallel trials
for practical reasons commonly range in length
from a few days to a few weeks, and samples in the
unpaired case are often of similar lengths. There-
fore the small sample considerations mentioned
in the Introduction are arguably at least as import-
ant for NWP skill comparisons as they are for
climate and general circulation model analysis.
The problem of what to do about serial correlation
in the circumstances outlined above will be con-
sidered in more detail in the next section.

Proposed methodology

It was indicated in the Introduction that when
dealing with serially correlated data the concept of
effective sample size, while intuitively appealing,
suffered from a lack of generality. Realising the
shortcomings of the effective sample size ap-

proach for climate experiments, Zwiers and
Thiebaux (1987) proposed tests on the means of
serially correlated data using test statistics calcu-
lated from stochastic properties of the sampled
serially dependent data. Their test statistics were
asymptotically distributed either normally or like
Student’s t. Zwiers and Thiebaux then used
Monte Carlo methods to estimate how the nom-
inal significance levels of their test statistics re-
lated to the true significance levels, according to
sample size and to the nature of the serial depen-
dence.

The methodology to be proposed here is motiv-
ated similarly to Zwiers and Thiebaux’s, but
approaches the problem from the following stand-
point. When data are serially dependent, high and
low values tend to occur in ‘runs’, to a greater
extent than they do for serially independent data.
Therefore, other things being equal, more extreme
values of a particular test statistic will occur by
chance when the data are serially dependent, than
when the data are serially independent. The essen-
tial idea of the proposed methodology is to quan-
tify the remark in the preceding sentence. Instead
of using a test statistic that depends upon the
serial correlation (as do Zwiers and Thiebaux), the
proposed methodology uses the same familiar test
statistic for serially dependent data as would be
used for serially independent data. This familiar
statistic is then referred to a distribution that de-
pends upon the population serial correlation. The
methodology is best explained by a simple
example. It will then be stated rigorously in more
general terms.

Example
Consider a parallel trial in the ‘small sample’ case

- defined earlier, and let d; (= a;—b,) represent the

differences in skill score at each base time. The
question is whether the mean difference in skill
scores d is significantly different from zero. In
statistical terms, the null hypothesis is

HO: p=0,
and the alternative hypothesis is
HI: 40,

where p is a population mean. If the d; were
serially independent, one could calculate the test
statistic

X =d/(s*N)V2 ... 4
where s? is the sample variance given by
s2=X(d;—dy/(N—1) ...5

Under HO, and still for the independent data case,
the test statistic X is distributed like Student’s t
with (N —1) degrees of freedom. So one would test
for significance at level a for a two-tail test, simply
by comparing X with the value of ty_; ;_,/ from
the Student’s t distribution.
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In the serially correlated case, as indicated
in the Introduction, one unfortunately cannot
simply substitute an effective sample size N’ for N
when using Student’s t. What is proposed is that X
still be calculated as in Eqn 4, but it should then be
referred to a distribution Y that depends upon the
population serial correlation, and might be
termed an extended Student’s t distribution. Such
an approach may be regarded as testing a different
null hypothesis, namely that u = 0 (as before) and
that the population is serially correlated in a speci-
fied way. The crux of the approach is how the
relevant distribution Y is specified.

An expedient way of calculating Y is by Monte
Carlo simulation. There are very many examples
in the statistical literature of such methods being
used for the generation of reference distributions,
Stigler (1991) citing references dating back to
1876. Early examples in meteorology include
Lund (1970), and Craddock and Flood (1970).
However, Monte Carlo simulation does not ap-
pear to have been widely used for assessing the
statistical significance of differences in NWP
skill.

In the present example, the prescription is as
follows. Specify a parameter or parameters that
characterise the serial correlation. Suppose the

_parameter is p, the lag-one correlation of a first
order autoregressive process as used by Brooks
and Carruthers (1953). Generate a random series
of length N, from a normal distribution with zero
mean and unit variance, that is serially correlated
as specified above. This is easily achieved in the
case of a first order autoregressive series, by the
recursion

q; = &,
Gis1=q+(1—p)"e 4 -

where ¢ is a random normal variate with zero
mean and unit variance. For the series
(q;, 1= 1, N) calculate

Y(N,p) = q/(s/N)!12 ... 8
where
s2=X(q;—q)¥(N—1) ... 9

Repeat the process for many series of length N (in
this paper, 100000 such series), and for many
values of N and p. By comparing Eqns 8 and 9
with Eqns 4 and 5 it can be seen that Y(N,p) is the
appropriate reference distribution for the test
statistic X. The percentiles of the distribution are
obtained simply by ranking the Monte Carlo
simulated values of Y for each (N,p) into order.
The distribution of Y(N,0) should be the same as
that of Student’s t with (N— 1) degrees of freedom.
Likewise, the asymptotic values of Y(N,p) for
large N, at level @, should equal the corresponding
values of Student’s t, scaled by the asymptotic
value of WV2 from Eqns 1 and 3. The latter two

considerations provide a useful check on calcu-
lations.

Generalisation

The preceding example leads logically to a general
statement of methodology. For a classical signifi-
cance test that for independent data compares a
test statistic X with a distribution Y, calculate X
in exactly the same way as for independent data.

. Also calculate a corresponding extended distri-

bution Y(¢) where the ¢ are parameters (preferably
only one, but for generality one or more) that
characterise the population serial correlation.
Then relate the test statistic X to the appropriate
percentage point of the Y(c) distribution.

If the distribution Y(c) can be derived analyti-
cally, so much the better. An example of such an
analytic derivation will be cited later. However
the most general approach seems to be Monte
Carlo simulation. Most scientific software li-
braries contain subroutines for the synthesis of
correlated realisations from uniformly distrib-
uted random numbers, and in some cases (e.g. the
example in the preceding subsection) even sim-
pler methods are available.

The Monte Carlo simulation of the Y(c) distri-
bution should be consistent with all the assump-
tions underlying the corresponding classical sig-
nificance test for independent data, except for the
assumption of data independence itself. There-
fore, in the example of the preceding subsection,
the Monte Carlo simulation utilised random vari-
ates from a normal distribution. In the case of a
classical non-parametric test, it would not be
necessary to use a normal distribution.

It must be emphasised that the only assumption
inherent in the classical test that has been relaxed
in the proposed methodology, is the assumption
of serial independence. Other assumptions of the
classical test, such as that of population normality
in the t-test, apply equally to the proposed meth-
odology.

The Monte Carlo simulation is a once only task
for a chosen parametrisation of serial correlation.
In the example of the previous subsection, the
Y(N,p) distribution can be reused in all situations
in which the serial dependence of the data can be
represented adequately by a first order autoregres-
sive process.

Application to some common
significance tests

Paired and unpaired tests using Student’s t

The example detailed in the preceding section was
a paired test sometimes called a ‘t-test on differ-
ences’. It was explained there how an appropriate
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reference distribution for testing serially depen-
dent data, namely Y(N,p), could be generated
when the serial correlation was first order auto-
regressive. In Figs 1(a) and 1(b), the five per cent
and one per cent levels of Y are shown for a range
of N and p. For p=0, the levels are those of the
Student’s t distribution for (N — 1) degrees of free-
dom. With increasing p, the value of the test stat-
istic necessary to attain significance at a specified
level correspondingly increases, as would be ex-
pected from considerations of lack of indepen-
dence. The slight lack of smoothness in Figs 1(a)
and 1(b), and corresponding later figures, is symp-
tomatic of a not quite complete convergence of
the Monte Carlo simulation with the number of
realisations used.

It is of interest to compare the results of signifi-
cance tests using Figs 1(a) and (b), with the results
that would be obtained using the (sometimes in-
appropriate) effective sample size approach.
Using the latter approach, one would calculate a
N’ from Eqns 1 and 3, use N’ instead of N in Eqn 4
to calculate X, then compare X with the standard
Student’s t distribution with (N’—1) degrees of
freedom. Figure 2 indicates that the effective
sample size approach requires a larger value of
Z (= d/(s¥N)!72) to attain a nominal significance
level of five per cent, than does the recommended
approach that uses X from Eqn 4 in conjunction
with Figs 1(a) and 1(b). The differences between
the two approaches are substantial for small N
and large p, and the differences are such that the
effective sample size approach is conservative.
However, tests performed by Zwiers and Thie-
baux (1987) in a different setting suggest that the
form of serial dependence may be important in
determining whether a particular approach is con-
servative or non-conservative. Nevertheless, Fig.
2 confirms the conclusion of Katz (1982), referred
to in the Introduction, that implied asymptotic
validity of the effective sample size approach
where N is large and the population parameter pis
well known.

In the unpaired case, there is no necessity to
assume that the two series of skill scores being
compared are the same length, but for simplicity
of analysis and ready comparison with the paired
test it will be assumed that each series is of length
N. It is also assumed that the populations from
which the two series are drawn have the same vari-
ance, and are serially correlated in the same way,
although a similar but more complicated analysis
could relax all of the aforementioned restrictions.
The null hypothesis is that the two series are
drawn from populations with the same mean. If
the two series a and b were not each serially cor-
related, the test statistic :

X =(@—b)/i(s2 + st)/N}72 ... 10

would be distributed like Student’s t with 2N —2)
degrees of freedom. The corresponding extended

Fig. 1 (a) The five per cent level of the extended distri-
bution Y(N,p) for a two-tail paired t-test. The
values of p are the population lag-one serial cor-
relation coefficients of a first order autoregressive
process. (b) As in (a) but for the one per cent
level.

Y(N,p)

Y(N,p)

Sample size (N)

- p=07
—*= p=0.2

— p=05
-5 p=0.0

distribution Y(N,p) necessary for significance
testing in the serially correlated case may be gen-
erated in a way exactly analogous to that in the
paired test. The simulated series a and b, while
each being serially correlated, are statistically in-
dependent of one another.
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Fig.2 The critical values of Z( = d/(s2/N)"2) necessary
to achieve nominal significance at the five per
cent level in a two-tail t-test on differences using
the effective sample size (ESS) approach (full
lines). The corresponding critical values for true
significance at the five per cent level are shown
dotted. The latter, obtained by Monte Carlo
(MC) methods, are reproduced from Fig. 1(a).
The values of p are the population lag-one serial
correlation coefficients of a first order auto-
regressive process.

Sample size (N)

— ESSPp=07 e MCP =07
¢ ESSp = 0.2 0 MCp =02
Dotted lines show true 5% levels by MC

The five per cent and one per cent levels of
Y(N,p) for the unpaired test are shown in Figs 3(a)
and 3(b). Note that the values of Y necessary to
attain significance at a specified level are smaller
than the corresponding values for the paired test
in Figs 1(a) and 1(b). This is a manifestation of the
loss of degrees of freedom due to pairing in the
paired test. On the other hand, in an effective
paired test the sample variances of skill score dif-
ferences are likely to be smaller than the sample
variances of the skill scores themselves. The test
statistic in such a paired test is therefore likely to
be larger than in the corresponding unpaired test.
Comparing Figs 1(a) and 1(b) with 3(a) and 3(b),
another noteworthy feature is that, although the
five per cent (and one per cent) level for the paired
test for (N—1) corresponds to the unpaired level
for (2N —2) when p= 0, as it should, a similar cor-
respondence does not hold when p>0.

The extended distributions for both the paired
and unpaired tests assumed that the serial corre-
lation could be characterised adequately by a first

Fig.3 (a) The five per cent level of the extended distri-
bution Y(N,p) for a two-tail unpaired t-test. The
values of p are the population lag-one serial cor-
relation coefficients of a first order autoregressive
process. (b) As in (a) but for the one per cent

level.
(a)
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order autoregressive process, in which case a
single parameter, namely the lag-one correlation
p, is sufficient to describe the process. Not all
series can be parametrised in such a simple way,
but if the serial correlation can b€ parametrised
and simulated, the same methodology is appli-
cable. Obvious alternatives are higher order auto-
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regressive processes, although time analogues to
spatial correlation functions used in objective
analysis also warrant consideration. If the para-
metrisation is multidimensional, then a graphical
representation like Figs 1(a) and 1(b) is difficult,
but a correspondingly muitidimensional look-up
table would be straightforward to use.

The Wilcoxon signed rank and rank sum tests
The Wilcoxon signed rank and rank sum tests can
be considered as the classical non-parametric
counterparts of the paired and unpaired tests de-
tailed above. They are commonly used when the
populations from which the a and b are drawn
cannot be considered as normally distributed, and
when no convenient normalising transformation
is available. Detailed descriptions may be found
in many statistical textbooks, Siegel (1956) being
classical, and they are summarised only briefly
here.

The Wilcoxon signed rank test calculates the
skill score difference for each matched pair, then
ranks the differences without regard to sign, and
calculates the sums of the ranks of the positive and
negative differences. The test statistic W is the
smaller of the two rank sums. The test assumes
that the paired differences are symmetrically, but
not necessarily normally distributed, and the null
hypothesis is symmetry about zero. Under the
null hypothesis, and for independent data, the
exact reference distribution for testing W is a dis-
crete distribution involving combinatorial for-
mulae, the details of which are irrelevant to this
discussion.

To account for serial correlation, one simply
proceeds as in the parametric case to calculate an
extended reference distribution W(N,p). In the
Monte Carlo simulation, it is not necessary to use
normally distributed random variates; one could
for instance use a uniform distribution. In Figs
4(a) and 4(b), the five per cent and one per cent
limits of W(N,p) are shown. For p=0, they cor-
respond to the five per cent and one per cent limits
commonly tabulated in statistical textbooks for a
two-tail test in the independent data case.

The Wilcoxon rank sum test is an unpaired test
that combines two samples of length n, and n, and
ranks the skill scores for the combined sample.
The test assumes that the two samples are drawn
from population distributions with the same
shape but with possibly different locations. The
null hypothesis is that the locations are also ident-
ical. The test statistic T in the independent data
case is the sum of the ranks in the smaller of the
two samples (if n;=n,, as assumed here, the
choice is immaterial). In the serially correlated
case, Monte Carlo simulation entirely analogous
to that already described results in an extended
reference distribution T(N,p), the two-tail five per
cent and one per cent levels of which may be ob-

Fig.4 (a) The five per cent level of the extended distri-
bution W(N,p) for the two-tail Wilcoxon signed
rank test. The values of p are the population lag-
one serial correlation coefficients of a first order
autoregressive process. (b) As in (a) but for the
one per cent level.
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tained from Figs 5(a) and 5(b). For clarity of
presentation, the values of T(N,0)—T(N,p) are
plotted. The values of T(N,0), a selection of which
are plotted above the abscissae of Figs 5(a) and
5(b), are the critical five per cent (or one per cent)
values for independent data that are commonly
tabulated in textbooks.






