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Neural networks and discriminant analysis have been applied to forecasting 24-hour
rainfall for the city of Melbourne. Several different approaches were tested with
each of these techniques, using a training data set of 1997 cases and an independent
test data set of 665 cases. Performance comparisons indicated that both neural
network and discriminant analysis methods offered improvements over the oper-
ational model output statistics (MOS) method and operational forecasts. As a result
of these tests a discriminant analysis method has been incorporated into an expert
system to assist forecasters making rainfall forecasts. This system is undergoing an
operational trial in the Victorian Regional Forecast Centre.

Introduction

Weather forecasting in forecast centres such as
those of the Australian Bureau of Meteorology
involves both automated processes such as satel-
lite-based observation of the atmosphere and
numerical weather prediction, and judgmental
activity by weather forecasters. The latter is
critical to forecast quality, since most forecasts
are finally products of forecaster judgment and
decision making. Considerable effort has been
directed to assisting forecasters in this activity,
both in Australia and globally. This has taken
three forms: provision of more weather data, pro-
vision of more accurate automated predictions of
weather data of concern to the forecaster, and pro-
vision of better interactive systems to enable the
forecaster to process and display weather data.
Despite this investment of effort, decision analy-
sis and experimental evaluation of the effective-
ness of decision support have been surprisingly
rare in weather forecasting, notwithstanding their
promise to focus effort upon those components of
decision making where benefits are likely, and to
ensure that decision support works.
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In 1990 the authors began a project to explore
the application of ‘artificial intelligence’ and
other techniques to the provision of decision sup-
port to weather forecasters in the Australian
Bureau of Meteorology. Two other organisations
provided support to this project, namely Fujitsu
Australia Ltd and the CSIRO Division of Infor-
mation Technology.

The project began with an analysis of the
decision behaviour of forecasters making cat-
egorical forecasts of rain amount in Melbourne,
and ended with the construction and operational
evaluation of a decision support system for this
rain-forecasting task. The project examined the
application of an interactive rule-based ‘expert
system’, neural networks, automated rule induc-
tion and other techniques, such as discriminant
analysis, to forecasting rain. The rule-based sys-
tem was included for three reasons: it provided a
format for representing forecaster knowledge and
decision behaviour; secondly, when represented
in this format the knowledge was executable and
thus could be empirically evaluated and even up-
graded; and thirdly, because the system was inter-
active and tailored to forecaster behaviour, it
could be expected, when used operationally, to
have an impact on issued forecasts. Neural net-
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works and discriminant analysis were included
because of their ability to perform complex classi-
fication tasks. Automated rule induction was in-
cluded in the expectation that it would provide
more effective rules than those obtained by inter-
viewing forecasters. The present report deals only
with what transpired to be the most accurate of
these rainfall forecasting methods, namely those
based on neural networks and discriminant analy-
sis. The other parts of the project will be described
in a separate document.

The forecasting task

At the start of the project, forecasters in the Vic-
torian Regional Forecast Centre (VRFC) were
invited to specify forecasting tasks in which fore-
cast skill was both important to forecast users and
in need of improvement. Rainfall forecasting
ranked a clear first in their responses. As a result,
the particular and important forecast selected for
this study was the 24-hour rainfall forecast for
Melbourne and suburbs, with a lead time to the
start of the forecast period of about 13 hours. This
forecast was routinely prepared at about 8§ pm
local time, and was a prediction of accumulated
rain depth over 24 hours beginning at 9 am next
day. For verification, rain depth was averaged
over several suburban rainfall observing sites
within a radius of 50 km of Melbourne. By oper-
ational convention, averaged rain depth was ex-
pressed in categories as defined in Table 1.

Table 1. Rainfall depth categories used in forecasts of
24-hour rainfall.

Category 0 1 2 3 4 5 6 7
Lower limit
(mm) 0.0 0.2 2.6 5.6 10.6 20.6 40.6 80.6

Present operational practice

The current method used in the VRFC to produce
the 24-hour rain forecasts studied involves both
judgmental and ‘objective’ computer-based in-
formation processing. Specifically, observational
data and objectively generated data, such as
numerical weather prediction output, are exam-
ined, evaluated and judgmentally combined in
order to arrive at the issued forecast. The judg-
mental activity is described by forecasters in
terms of rules based on atmospheric physics,
descriptive meteorology and professional experi-
ence.

The accuracy of the VRFC forecasts is evalu-
ated each month. Representative statistics for a
period of eight years, 1978 to 1985, are shown in
Table 2. From these the success rate of the official
forecasts of Melbourne rain occurrence can be

computed. Treating the forecasts simply as rain/
fine forecasts, the success rate was 67 per cent.
The corresponding value of the Hanssen and
Kuipers score (Hanssen and Kuipers 1965;
Woodcock 1981) was 0.39. The success rates for
forecasts of rain amount, using categories as
in Table 1, were 49, 85 and 96 per cent respec-
tively, for tolerances of plus or minus O, 1 and 2
categories.

Table2. VRFC categorical forecasts and corresponding
observed rainfall. Table entries are frequencies
of forecasts made at the VRFC at 8 pm for
24 hours beginning at 9 am next day, for
2814 days during 1978 to 1985.

Observed Forecast rainfall category
category 0 1 2 3 4 5 6 Toul
0 912 308 116 16 3 0 0O 1355
1 379 390 132 21 3 0 0 925
2 55 110 63 15 1 0 0 244
3 32 57 60 10 0 0 O 159
4 17 33 44 11 1 1 0 107
5 4 7 4 4 0 0 O 19
6 0 0 1 3 0 00 4
7 0 0 1 0 0 0 O 1
Total 1399 905 421 80 8 1 O 2814

Previous rain forecast guidance

In order to produce high quality computer-gener-
ated forecast guidance, Tapp et al. (1986) applied
statistical regression equations to forecasting

~24-hour rainfall at seven Australian capital cities.

Predictors used consisted of grid-point values of
atmospheric properties generated by the Aus-
tralian regional operational numerical weather
prediction model, initialised using weather data
for 9 am local time on the day of issue of the rain
forecast. Both ‘analysis’ values of these proper-
ties, corresponding to the model initialisation
time, and ‘prognosis’ values corresponding to
24 hours later (the start of the 24-hour rainfall
accumulation period) were presented to the re-
gression procedure. In addition, several weather
variables observed at the forecast site at 9 am
local time on the day the rain forecast was made
were also included, together with the sine and co-
sine of the day of the year (treated as if in units of
degrees). The total number of variables examined
as predictors was 149. Data covered the four years
1978-1981, and 16 months were selected from
this period to provide an independent set of test
data.

Regression equations were developed to esti-
mate rain probability and rain amount. For this
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purpose a rain occurrence was defined as 0.2 mm
or more of rain for at least one of the suburban
rain gauge sites. Rain amount was defined as the
average rain depth at these sites. A cube root
transformation was applied to rain amount, to
reduce the positive skewness of its frequency
distribution, and all predictor variables and
transformed rain amounts were expressed as
deviations from their monthly mean values.

The quality of Tapp et al.’s (1986) rain prob-
ability forecasts was as follows: the half-Brier
score (Brier 1950) for rain probability forecasts
was reported to be 25.4 per cent better than for
climatological forecasts. Since the authors gave
the climatological probability of rain as 0.453, a
climatological forecast would have an expected
half-Brier score of 0.248. It follows that the rain
probability estimates had a half-Brier score in the
vicinity of 74.6 per cent of this, that is, 0.185.
Rain probability forecasts were also scored using
the Hanssen and Kuipers skill score. Before com-
puting this, probabilities were first converted into
categorical rain or fine forecasts according to
whether or not they exceeded a threshold value of
0.5. The resulting score for Melbourne forecasts
was 0.41. Tapp et al. (1986) did not report a
success rate for these categorical rain/fine fore-
casts, but it can be calculated from the Hanssen
and Kuipers score, and the relative frequency
of rain in their sample, that the success rate was
necessarily in the range 68 to 73 per cent.

No details concerning the quality of the re-
gression forecasts of Melbourne rain amount are
available from the paper, since the authors pre-
sented combined results for six (sometimes seven)
cities. However, a technical report (Mills and
Tapp 1984) describes the work in more detail.
This states that the success rates for forecasts
of Melbourne rain amount, using categories as
in Table 1, were 54, 85 and 96 per cent respec-
tively, for tolerances of plus or minus 0, 1 and
2 categories.

Background to the forecast
experiments

Data and methods

The present investigation sought to find a suitable
and effective rain forecasting algorithm which
could be employed in a forecast centre. Conse-
quently the predictors used by the algorithm
should be available in the operational forecasting
setting at the time of forecast preparation. A data
set containing such predictors had been con-
structed for development of the regression
method described above, and this data set was
chosen for use in the present investigation. This
data set contained 2662 days of usable data from

the eight years 1978 to 1985, with 126 weather
data recorded as predictor variables on each day.
Appendix A describes the data set in more detail.

The authors expected that neural networks
would perform well when trained to forecast rain
using this data set. This expectation was based on
the capability of neural networks to learn and to
reproduce non-linear relationships (Lippmann
1987; Simpson 1990), and the supposition that
non-linear relationships might exist in the rain
forecasting task. As applied by Tapp et al. (1986),
the regression method described above would not
be able to exploit such relationships. The authors
also expected that discriminant analysis would
predict rainfall categories effectively, since it too
could exploit non-linear relationships between
predictors and rain amount. It would therefore
serve as a useful standard against which to gauge
the quality of the neural network forecasts.

Measures of forecast quality

There are several measures of quality applicable
to categorical and probabilistic forecasts. Four
used in this study are described below.

Maeasures of quality for categorical forecasts. For
categorical forecasts such as the routine oper-
ational forecasts considered here, a complete rep-
resentation of forecast quality is provided by a
contingency table showing frequencies of forecast
and corresponding observed rain categories
(Murphy and Winkler 1987). An additional
measure of goodness in the form of an overall net
penalty or benefit can be derived from the contin-
gency table if an appropriate penalty or benefit
function (matrix) is available which defines the
economic or other consequences of each com-
bination of forecast and outcome -category.
Summary statistics, such as success rate and the
Hanssen and Kuipers score, may also be derived.
These are defined as follows: '

Success rate. This is the ratio of the number of
correctly forecast categories to the total number of
forecasts. Success rate may refer either to dichotic
categorical forecasts, that is, rain or fine, or to
multiple categorical forecasts which recognise
different amounts of rain.

Hanssen and Kuipers score. This is defined for
dichotic categorical forecasts and is:

(AD—BC)/((A+B) (C+ D))

where A is the number of events correctly fore-

cast,

B is the number of events incorrectly fore-
cast,

C is the number of non-events incorrectly
forecast, and

D is the number of non-events correctly
forecast.
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Measures of quality for probabilistic forecasts.
These include the Brier (1950) score, and receiver
operating curve (ROC) characteristics discussed
by Swets (1988) and applied to weather forecast-
ing by Mason (1982). Since the Brier score was not
available for the VRFC forecasts or the neural net-
work forecasts, these being categorical, it has not
been used as a performance measure for the per-
formance comparisons in'this report. However
ROC curves and probability calibration curves
have been used to describe the performance of the
discriminant analysis forecasting method.

ROC curves. These provide a graphical rep-
resentation of the potential usefulness of a set of
probabilistic forecasts as a means of discriminat-
ing between events and non-events. They were
originally developed to evaluate radar perform-
ance, and have since found wide application
(Swets 1988). Their rationale is as follows. A set of
event probabilities can be divided into two sub-
sets according to whether or not each probability
exceeds an arbitrary threshold. The subset exceed-
ing the threshold can then be treated as categorical
event forecasts and the other subset as non-event
forecasts. A low threshold usually results in a large
proportion of ‘false alarms’, i.e categorical event
forecasts which are incorrect, whereas a high
threshold usually results in a low proportion of
. *hits’, i.e. correct categorical event forecasts. The
ROC curve displays the relationship between ‘hit
rate’ and ‘false alarm rate’ mapped out as the
threshold ranges from 0 to 1. Hit rate is defined as
the fraction of true events which are assigned
categorical event forecasts. False alarm rate is de-
fined as the fraction of true non-events which are
assigned categorical event forecasts. A good set of
probabilities is one which provides, for some
range of threshold values, a high hit rate com-
bined with a low false alarm rate. Two advantages
of ROC curves are that the ROC relationship is
insensitive to the proportion of events and non-
events in the sample, and does not assume a
particular threshold value. A single numerical
measure of goodness obtainable from the ROC
curve is the area under the curve. This has an
expected value of 0.5 for randomly generated
probabilities and 1.0 for perfect probabilities, i.e.
zeros for non-events and ones for events.

Probability calibration curves. These graph the
observed relative frequencies of forecast events
versus the probabilities assigned to them in fore-
casts.

Data pre-processing

Every fourth day of the complete data set was set
aside as test data (665 days), and the remaining
days were kept as training data (1997 days).
Rainfall categories O to 4 were used as defined in
Table 1, but because category 6 was rare, occur-
ring only four times in the entire data set, and

" category 7 was absent, these high categories were

combined with category 5 and together designated
‘category 5+°. The neural network software (see
below) required that all input data and target
responses be scaled to the range 0, 1. This was
achieved by replacing raw predictor values by
linear function values ranging from O for the
minimum raw value to | for the maximum. Target
responses were treated by assigning a scale value
to each rainfall category. This was 0.0 for category
0, 0.2 for category 1, and so on in steps of 0.2 up to
1.0 for category 5+.

Forecasting methods using
neural networks

The neural networks used here are computer pro-
grams which loosely model the structure and
behaviour of biological neural networks. Their
history dates back to the 1940s. Vigorous theor-
etical development and application to a wide
range of information processing tasks began in the
1980s. Overview articles by Hopfield and Tank
(1986), Lippman (1987), and Widrow and Lehr
(1990), or a comprehensive book by Simpson
(1990), provide summaries. Very briefly, a neural
network represents a set of linked nodes some-
what like biological neurons. Some nodes receive
signals from outside the network, some transmit
signals only within the network and others deliver
output signals to the environment beyond the net-
work. Most neural networks are adaptive, that is
the coefficients (usually referred to as weights
and thresholds), which control communication
within the network, can be modified by a system-
atic procedure referred to as training, so that the
input/output mapping of the network fulfils a use-
ful purpose such as translating text into speech.
Two sets of neural network experiments were
carried out. The authors used neural network soft-
ware provided by Fujitsu Australia Ltd, and
applied this to training and test data sets with 18
or fewer selected predictor variables available. A
second set of experiments was carried out by staff
of the CSIRO Division of Information Tech-
nology under a contract supported by Fujitsu Aus-
tralia Ltd. The CSIRO team was provided with
the training and test data and asked to apply
neural network software to the rain prediction
problem. They used software developed by the

~Oregon Graduate Institute and included all 126

predictor variables in their training and test
procedures. .

The form and algebra of the networks used by
both groups were similar. The networks were
either two or three-layer ‘perceptrons’ (Simpson
1990). A three-layer network consisted of a layer
of 1 input nodes, a layer of m intermediate nodes
and a layer of n output nodes, this structure being
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denoted (1 m n). Each input node i was connected
to each intermediate node j by a directed path
with an associated weighting factor b;;: Each inter-
mediate node j had an associated threshold term
a;. Directed paths also connected each inter-
mediate node j to each output node k, with
associated weighting factor d;,, and each output
node also had an associated threshold term ¢,. It
follows from this description that the total num-
ber of internal coefficients associated with a
network with configuration (Imn) is m(l+ 1)
+ n(m + 1).

The output response z,, k= 1,n of such a three-
layer network to a given case of input data was
computed from the input data x;, i=1,1 and the
internal coefficients of the network as follows:
The states y;, j=1,m of the intermediate nodes
were given by

y;=1/(1 +exp(—rj))
where
r;=2a;tby x;+by x;+byjxz+...+byjx;
and the output response was given by

Z = /(1 + exp(—sy))

where
sk=Ctdp Yy T dy yr Tdyys+. ..+ dpk Y

Network training was by ‘error back-propagation’
(Simpson 1990) and consisted of assigning values
to the weights and thresholds by means of an iter-
ative error-minimising numerical method, so that
the network was able to respond to the predictor
data for the training cases with responses approxi-
mating the corresponding predictand values. Nu-
merical methods for learning were different for
the two software systems. Coeflicients which con-
trolled the speed and stability of learning were
selected manually in the Fujitsu version and
automatically in the Oregon Graduate Institute
version.

At the outset it was evident that there were
many possible ways to select predictors, assign
network configuration and define network out-
put. All or any subset of the 126 predictors could
be selected as input. The number of input nodes to
a network would equal the number of predictors
selected, but the number of intermediate layers
and the numbers of nodes in those layers were
open to choice. Finally, the predictand could
be represented in several alternative ways. For
example rain amount could be treated as the
output variable, and subsequently categorised for
performance evaluation. Alternatively rainfall
could be categorised before network training, and
a single output node trained to respond with num-
bers representing the various categories. In both
these cases the network would require only one
output node. Alternatively, rain amount could be
categorised before network training, and an out-
put node assigned to represent occurrence or

non-occurrence of each category. In this case the
network would require seven output nodes.

Because of these many choices, the total num-
ber of possible combinations of data input and
network configuration was well in excess of 10!,
so that it was not possible to search exhaustively
for the best-performing system. Instead, 26 net-
works were developed using selected predictors,
ranging in structural complexity from (6 1), that
is, a network with six input nodes, no intermedi-
ate nodes and one output node, to structures such
as (18 36 1) and (6 100 1). The configurations of
these networks are listed in Table 3. All used 18 or
fewer predictors selected using either stepwise
discriminant analysis, principal component
analysis, or judgment, taking into account the
perceived physical relevance to rain processes,
and following discussions with forecasters. All of
these networks were trained to forecast rain cat-
egory; no training was conducted simply to dis-
criminate rain from no-rain days. In addition, a
further 22 networks were developed using all 126
predictors.

Table 3. Neural network configurations used by the
authors. Some configurations were used with
more than one set of training data.

(61 (101) (181)

641) (105'1) (1841

(6101) (1010 1) (189 1)

6121) (1011 1) (1818 1)

(61261) (10121) (1836 1)

(6 100 1) (1020 1) (18 126)
(101010 1)

‘Networks using six predictors

Six predictors were selected using a stepwise
discriminant analysis procedure (Klecka 1980)
applied to the training data set. The classes for the
discriminant analysis were rainfall categories O to
5+. A significance level of 0.001 was set for both
selection and retention of predictors. After six
predictors were included, no others met the selec-
tion criterion. Those selected were: five numeri-
cally predicted variables at Melbourne at the start
of the forecast period, namely, height of the
700 hPa surface (58), meridional wind compon-
ent at 500 hPa (75), relative humidity at 500 hPa
(79), vertical change in relative humidity between
700 and 500 hPa (100), and ‘Total-Totals’ stab-
ility index (Miller 1972) (105); and one observed
variable at Melbourne at 9 am on the day of the
forecast, namely, screen air temperature (119).
Numbers in parentheses are item numbers as used
in the Appendix. Six network configurations
(Table 3) were trained using these six predictors
and scaled rainfall category values.
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Networks using ten predictors

Following discussions with forecasters, ten
predictors were selected on the basis of their
perceived physcial relevance to rain occurrence.
These were: seven numerically predicted vari-
ables at Melbourne at the start of the forecast
period, namely, zonal (W-E) wind component at
1000 hPa (68), meridional (§-N) wind component
at 1000 hPa (72), mean sea level pressure (80),
predicted 24-hour precipitation to start of fore-
cast period (81), divergence at 850 hPa(91),
Total-Totals stability index (105) and dew-point
at 1000 hPa (117); and three observed variables at
Melbourne at 9 am on the day of the forecast,
namely, 24-hour rainfall to 9 am (127), sine of day
number (128) and cosine of day number (129).
These predictors were associated with the scaled
rainfall categories described above, and presented
to the seven network configurations with ten
input nodes in Table 3. A further set of training
data with ten predictors, constructed by replacing
scaled category values by residuals after subtract-
ing linear regression estimates, was presented to
three network configurations: (101), (10101)
and (1020 1).

Network using 18 predictors

It became evident that training slowed consider-
ably as the number of predictors increased. How-
ever, arbitrarily limiting the number of predictors
or the number of training cases might limit net-
work performance. To deal with this problem two
strategies were used which offered a reduction in
the number of predictors or training cases whilst
retaining much of the information contained in
the complete training data set. The first strategy
was to reduce the number of predictor variables
from 126 whilst retaining most of the information
they contained, by means of a principal com-
ponent analysis (Kshirsagar 1972). The first 18
principal components were computed, this num-
ber accounting for 85 per cent of the variance of
the predictor variables, and these were associated
with scaled rainfall category as described above.
Five networks were trained with data sets
constructed using this strategy. (Use of up to
18 principal components was undertaken here
and with discriminant analysis forecasts. Some
limited testing was conducted with more than 18
principal components but no increase in skill was
found and results are not presented.) The second
strategy, which effectively reduced the number of
training cases by two orders of magnitude, con-
sisted of averaging the attributes of similar cases
before training. Several versions of this strategy
were used, and six networks (Table 3) were
trained with the resulting data sets.

Networks using all 126 predictors

This work was carried out by the CSIRO team
under contract and has been described by Lindley
et al. (1992). Eleven networks were applied to the

categorical forecasting task. The simplest of these
had a two-layer configuration, (126 8), i.e. 126
input nodes and eight output nodes correspond-
ing to rain categories as defined in Table 1. The
other ten networks had three layers and consisted
of 126 input nodes and eight output nodes, plus an
intermediate layer with various numbers of
nodes, ranging from 10 to 100 in steps of ten.
Another eleven networks were applied to the
dichotic rain/fine forecasting task. Their configur-
ations differed from the previous eleven networks
in having only two ouput nodes.

Forecasting methods using
discriminant analysis

Discriminant ‘analysis is a set of statistical
methods for discriminating or classifying objects
on the basis of their attributes. It is applicable to a
wide range of tasks variously described as classi-
fication, recognition, diagnosis or prognosis,
according to the task setting and the identity of
the objects and attributes. The particular method
used here was linear discriminant analysis (see for
example Klecka 1980). This generates, from a
sample of classified objects, linear functions of the
attributes which measure how closely any object
matches the mean of each possible class. The
probability that the object belongs to each class is
computed from the value of this function and the
prior probability of membership in the class.
Importantly, although the discriminant functions
are linear functions of the object attributes, the
probabiliiies of class membership are not.
Discrinminant analysis was applied to three
training data sets, one with six predictors selected
by stepwise discriminant analysis (Klecka 1980),
one with ten predictors selected judgmentally (see
above), and one with 18 predictors consisting of
the first 18 principal components derived from all
126 predictors. For all analyses the classes used
were the six rain categories 0 to 5+. For each day
of the training and test data sets, the procedure
generated posterior probabilities for each rain
category, and made a categorical forecast using
‘maximum probability’ category selection, that is,
selection of the rain category having the highest
posterior probability. Alternative methods for
category selection were also tested (see below).

Results: overview

Summary scores for the two of the best perform-
ing neural networks and four versions of the dis-
criminant analysis forecasting method are set out
in Table 4, with the VRFC and MOS scores for
comparison. Contingency tables (Tables 5-7)






