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The Australian Bureau of Meteorology’s Global Assimilation and Prediction sys-
tem (GASP) has been progressively upgraded in recent years. A major enhancement
was the use of multivariate statistical interpolation (MVS]I) instead of the previous
univariate (UVSI) method of objective analysis. The methodological differences
between MVSI and its predecessor, and the corresponding enhanced data monitor-
ing and quality control procedures, are described.

The data assimilation properties of the MVSI system are demonstrated to be
superior to the UVSI by: (a) better background fields in the assimilation cycle,
(b) smaller adjustments to analysed fields during prediction model initialisation,
and (c) a better fit of the initialised ficlds to the observations. Parallel forecast trials
over several periods in different seasons indicate a systematic improvement in
medium-range forecast skill when using MVSI analyses.

The prediction model initialisation has also been upgraded by application of a non-
linear normal mode procedure to analysed increments from a background field,
rather than to full fields. This incremental implementation is shown to produce:
(a) an improved representation of the semidiurnal tidal mode, (b) improved tropical
background fields in the assimilation cycle, and (c) a useful reduction in bias in low
latitude medium-range forecasts.

Impacts of resolution enhancements, forecast verification comparisons with global
models from other centres, and forecast case studies are presented in an

accompanying paper.

Introduction

The Australian Bureau of Meteorology has carried
out operational analysis and prediction by
numerical methods since the early 1970s. Such
operations have been performed over regional,
hemispheric, global and most recently tropical
domains. Descriptions of recent operational sys-
tems may be found in Bourke et al. (1990) for the
Global Assimilation and Prediction system
(GASP), in Mills and Seaman (1990) for the Aus-
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tralian region (RASP), and in Puri et al. (1992) for
the tropics (TAPS); these references also provide
some overview on the evolution of analysis and
prediction systems during preceding years. _
The purpose of this and an accompanying paper
is to describe the evolution of GASP during recent
years. Part 1 (this paper) focuses upon analysis,
data assimilation and prediction model initialisa-
tion aspects. Part 2 (Bourke et al. 1995) describes
improvements in medium-range prediction skill
resulting from resolution enhancements, com-
pares GASP predictions with those from other
global models, and presents two case studies.
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While the Bureau’s progressive computer
upgrades in recent years were in part motivated by
the expected impact on prediction skill resulting
from higher spatial resolution, such an increase in
computing resources additionally provided the
opportunity to refine the analysis methodology.
The latter aspect is a principal focus of this paper.
Specifically, we shall describe the basis of the
multivariate statistical interpolation (MVSI)
implementation that replaced the univariate
method of analysis (UVSI) previously employed
in the GASP assimilation cycle. We shall highlight
the methodological differences between the MVSI
and the UVSI systems, and the enhanced data
monitoring facilities associated with MVSI. The
data assimilation and medium-range prediction
performances of UVSI and MVSI in parallel trials
at the operational resolution of UVSI (rhom-
boidal wave number 31, 9 vertical levels; hence-
forth R31L9) will be compared.

The remainder of the paper will present evi-
dence of improvements resulting from the initial-
isation of analysed increments, rather than of full
fields. These improvements will be shown to
apply particularly to the GASP system’s low
latitude performance.

Overall, therefore, our motives are: (a) to docu-
ment the GASP system at the time of writing, and
(b) to substantiate that the evolutionary changes
over the preceding years have resulted both in
improved data assimilation properties, and in
better medium-range predictions. We focus upon
assessment of the system as a whole, and do not
seek to quantify definitively which individual
components of the analysis and initialisation have
contributed most to the improved performance.
We also note that, since analyses produced by data
assimilation systems are increasingly used as
bases for atmospheric climatologies, the impact of
changes to analysis methodology upon climato-
logical eddy statistics such as heat and momen-
tum transports deserves further study.

Multivariate statistical interpolation

Overview

The basic idea of statistical interpolation is to util-
ise the statistical covariance properties of obser-
vational errors and background (‘first guess’) field
errors in order to minimise the ensemble mean
square error of interpolation. The earliest appli-
cation of statistical interpolation in meteorology
was by Eliassen (1954), but the approach was
much further developed by Gandin (1963) in his
pioneering book. Kruger (1969) introduced the
idea of using statistical interpolation in conjunc-
tion with a short-range forecast background field,
instead of a climatological background field as
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proposed by Gandin. Rutherford (1972) formu-
lated multivariate statistical interpolation (MVSI)
that enabled the simultaneous use of geopotential
and wind observations. With increasing comput-
ing ~power, three-dimensional global MYVSI
schemes are now used at many major operational
NWP centres. Detailed accounts of the theory
underlying MVSI are given in Thiébaux and Ped-
der (1987) and Daley (1991).

The formulation of MVSI in the Bureau’s global
data assimilation system is based largely upon
that of Lorenc (1981) and of the European Centre
for Medium Range Weather Forecasts (1992),
henceforth EC92. The Bureau’s MVSI scheme
operates on the Gaussian grid and sigma coordi-
nates of a primitive equations spectral prediction
model (Bourke 1988; Hart et al. 1990). The MVSI
scheme interpolates the observed increments
(from a six-hour model prediction) of geopoten-
tials, thicknesses and winds to produce grid-point
increments of geopotentials and winds. Obser-
vations of sea-level pressure from stations below
800 m are transformed to increments of geopoten-
tial at 1000 hPa before use, by means of a pre-
specified latitudinally varying climatological
mean virtual temperature. Surface pressure data
from elevated stations are similarly transformed

- to increments of geopotential at the observed

pressure. The grid-point increments of geopoten-
tials and winds are then transformed to spectral
increments of the prediction model’s primary
prognostic variables, namely surface pressure,
temperature, vorticity and divergence, and added
to the six-hour forecast in spectral space.
Although the moisture analysis has subsequently
been upgraded to a univariate statistical interp-
olation scheme, such a scheme was not available
for the assimilations discussed here, and the cor-
rection method referred to in Bourke et al. (1990)
was used for all the studies described here; oper-
ational implementation of the upgraded moisture
analysis is being evaluated at the time of
writing.

Basic methodology

For the detailed mathematics of the MVSI
scheme, see EC92. However, the basic interp-
olation method may be summarised simply as
follows. The analysed normalised increment f; at
a grid-point is a linear weighted sum of the
observed normalised increments f;, namely

fg=EWifi N |

Here, normalisation denotes division by the pre-
specified root mean square error of a six-hour
model forecast (henceforth called ‘prediction
error’). The f, can be a geopotential or wind com-
ponent, and the f; can be any or all of observed
increments of geopotentials (from sondes, synops,
drifting buoys etc.), thicknesses (from satellite
remote soundings) and wind components (from
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rawins and single-level winds). Standard least
squares minimisation of ensemble error then
yields a system of linear equations for the weights.
In vector and matrix notation

v~v=(l:+Q)"g L2

Here, P and O are respectively the normalised
covariance matrices of prediction error and of
observational error for all pairs of observing
points, and q is the vector of normalised predic-
tion error covariances between observing points
and a grid-point. In practice, the weights vector w
does not need to be calculated explicitly (see
EC92), but Eqns 1 and 2 are nevertheless the sim-
plest way to explain the conceptual basis of
MVSI.

The correct specification of prediction error
and observational error covariances is important
because the optimality of the interpolation
equations is dependent upon the specified covar-
iances being the same as the corresponding true
ensemble properties. The latter goal can never be
completely achieved (hence the use of the term
‘statistical interpolation’ rather than ‘optimum
interpolation’), but nevertheless the closer the
specified covariances are to the true covariances,
the closer the resultant analysis is to the optimal
solution. A particularly important analysis par-
ameter that depends upon the prespecified covar-
iances is the ratio of the observational error
variance (for a particular observing system) to the
prediction error variance (i.e. the terms on the
diagonal of O in Eqn 2). These terms can be con-
sidered as noise to signal ratios. Other things
being equal, a smaller value of noise to signal ratio
will result in a closer fit to the observation.

Because covariances can be expressed in terms
of variances and correlation coefficients, it is con-
venient to discuss separately these two sets of
parameters. The prediction error variances are
based upon seasonal latitude-banded statistics of
observations minus six-hour forecasts that were
accumulated by the UVSI system during its three
years of operation at R311L9. However, the geo-
potential and wind error variances are adjusted
for geostrophic consistency outside the tropics, as
in Lorenc (1981). Also, an error growth algorithm,

similar to that in EC92, changes the prediction

errors locally from one six-hour cycle to the next,
on the basis of the data distribution at the earlier
analysis time.

The horizontal (isobaric) correlation coeffi-
cients are formulated in a similar way to those in
Lorenc (1981), but also incorporate the refine-
ments suggested by Daley (1985) that allow analy-
sts of divergent wind increments. The vertical
correlations are modelled by a function of the
form suggested by Hollingsworth and Lonnberg
(1986), and a temporal correlation coefficient is
also included to account for asynopticity. The
four-dimensional correlation coefficient is simply

-the product of the horizontal, vertical and tem-

poral coefficients.

In the present implementation a Gaussian cor-
relation function with a horizontal length-scale of
500 km is used globally for the horizontal corre-
lation of prediction errors, and a similar Gaussian
function with a time-scale of six hours is used for
the temporal correlations. Other important par-
ameters are the height-stream function corre-
lation coefficient 1, and the ratio of the root
mean square divergent component of the wind
prediction error (E,) to the root mean square total
wind prediction error (E,). As shown by Daley
(1985), the parameters E,/E, and r,, together
determine the extent of geostrophic coupling in
the analysed increments. Following EC92, 1,
varies from 0.95 (poleward of latitude 30) to zero
(at the equator), while (E,/E,) is set to a constant
value of 0.1. All the parameters are subject to
revision as more experience is gained.

The observational error variances are based
upon the best available information from the data
producers, and are set out in Table 1. Note that
these errors include errors of representativeness
in addition to instrumental error. The obser-
vational errors are mostly assumed to be spatially
uncorrelated. Exceptions are: (a) remotely sensed
thickness observational errors (e.g. SATEMS or
TOVS) which are correlated both in the horizon-
tal (Gaussian length-scale = 300 km), and in the
vertical (Table 2); and (b) geopotential obser-
vational errors from sondes, which are correlated
in the vertical (Table 3).

Table 1. Root mean square observational errors used in

MYVSI.

Observing platform Error

Synop 0.8 hPa
Ship/buoy 1.5 hPa
PAOB (manual bogus) 4.0 hPa
Rawin 3.0 m/s
SATOB (below 700 hPa) 3.0 m/s
SATOB (699-400 hPa) 3.5m/s
SATOB (above 400 hPa) 4.0 m/s
Aircraft . 4.0 m/s
Sonde 1000 hPa 6 m
Sonde 500 hPa 13m
Sonde 200 hPa 34m
Sonde 10 hPa 40 m
TOVS 850-500 hPa 23 m
TOVS 500-200 hPa 34 m
TOVS 200-70 hPa 32m
TOVS 70-10 hPa 74 m
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Table 2. Vertical correlation coefficients of TOVS
thickness observational errors between speci-

fied layers (hPa).
850-500 500-200 200-70 70-10
850~-500 1.0 —0.46 0.28 —0.27
500-200 1.0 —0.61 0.44
200-70 1.0 —0.48

Table 3. Vertical correlation coefficients of obser-
vational error for sonde geopotentials between
selected standard levels (hPa).

1000 700 500 200 100 70 50 10
1006 1.00 0.23 0.08 0.00 0.00 0.00 0.00 0.00

700 1.00 0.57 0.07 0.02 0.01 0.00 0.00
500 1.00 0.21 0.08 0.06 0.04 0.01
200 1.00 0.59 0.47 0.42 0.10
100 1.00 0.74 0.70 0.26
70 1.00 0.78 0.34
50 : 1.00 0.40

Computational strategy

The computational design of MVSI makes use of
the concepts of data volumes and analysis sub-
volumes. A data volume consists of all obser-
vational data from a large latitude-longitude
domain, currently about an octant of the globe. Its
significance is that all data from a data volume are
held in computer memory at the one time; its size
is therefore limited by the available computer
memory. The data volumes typically overlap by
2000 to 3000 km.

An analysis subvolume is a three-dimensional
subset of the model’s global Gaussian grid. A typi-
cal horizontal dimension is about 1000 km. The
vertical extent of a subvolume depends upon data
density, and is determined during program
execution. The vertical extent may be as small as
two model levels, or as large as the total number of
levels in the model. The significance of an analysis
subvolume is that the same selection of data is
used for analysis of all points in the subvolume.
The analysis subvolumes typically overlap by one
latitude row, one longitude column and one ver-
tical level, although the extent of overlap is a
system parameter. The final analysed increments
at overlapping points in the horizontal are simply
weighted averages of the individual estimates. We
found in early experiments that a horizontal
overlap of only one row and column seemed
adequate, provided that the observational scan
area (see later) was sufficiently large. For vertical
overlapping, the strategy is similar to that of
EC92, so that increments of thickness rather than

increments of geopotential are effectively used
from all but the lowest subvolume (see also the
paragraph after next). A table is set up at the start
of the program, indicating which analysis sub-
volumes are to be analysed, when a particular data
volume is in the computer memory.

The current analysis strategy performs data
quality control followed by analysis for each sub-
volume in turn, and makes use of Lorenc’s (1981)
suggestion that the matrix inverse (Eqn 2) be cal-
culated once only, for a particular subvolume,
then reused in a slightly modified form during
quality control and grid-point analysis. The
matrix inverse itself is computed by means of the
well-known Cholesky algorithm. Following EC92,
we do not permit the ratio of observational error
variance to prediction error variance to drop
below 0.1. This restriction, along with the use of
superobservations (discussed later), results in
matrix ill-conditioning being very rare. However,
should ill-conditioning (as indicated by the matrix
condition number) occur, the diagonal of the
matrix is increased sufficiently to overcome the
problem. The latter process is equivalent to using
a larger observational error.

The data used for analysis of a particular sub-
volume are chosen from a horizontal area of
larger extent than that of the subvolume being
analysed, typically from within a scan radius of
about 1500 km from the subvolume centre. On
the basis of the number and types of data within
this scan area, the extent (if any) of vertical par-
titioning is decided. The selection algorithm is
designed both to allow an appropriate mix of data
types, and to achieve a reasonably even distri-
bution of data over a scan area. The maximum
number of data to be used for analysis of a sub-
volume (i.e. the maximum dimension of the
(P + Q) covariance matrix) is a system parameter,
which was set at 150 for R31L9 resolution on the
Cray X-MP; at higher resolutions on the Cray Y-
MP it is increased to 500. These limits are

_compromises between computation time and the
-smoothness of overlapping between adjacent

analysis subvolumes.
In order to allow a wider selection of indepen- -

"dent data, closely spaced observations of the same

type that contain consistent and largely redundant
information are combined to form superobserva-
tions (Jones 1976). See EC92 for details. This
process also diminishes the risk of computational
ill-conditioning due to near-singular matrices,
which can occur with very closely colocated
data.

Quality control and data monitoring

Although a preliminary check for unreasonable
values is performed on the basis of deviations
from the six-hour forecast (currently a very wide
tolerance of ten standard deviations is used), the
main quality control tool is the cross-validation
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approach described by Lorenc (1981). In the latter
approach, a datum is compared with an analysis
not using that datum. Following Lorenc, the mag-
nitude of the ‘analysed minus withheld’ difference
(8) is compared with the expected standard devi-
ation (o,) of such a difference calculated from
interpolation theory, and a datum is flagged if
6>40.. If more than one of neighbouring data are
so flagged, the one with the largest deviation is
rejected, and the process repeated until no large
deviations remain.

An additional check applied only to rémotely
sensed TOVS. data compares the tropospheric
lapse rate with the six-hour forecast lapse rate, fol-
lowing Andersson et al. (1991). Also, as further
discussed later in the section, a ‘blacklist’ of con-
sistently suspect data is kept, making use of infor-
mation provided by other centres and by our own
monitoring; such data are. flagged directly and
subsequently ignored..

From a wider perspective, careful data moni-
toring is also necessary to verify and to maintain
the integrity of the statistical assumptions under-
lying the multivariate system. Statistically based
assimilation schemes such as MVSI make quite
strong assumptions about the error characteristics
of the prediction: and observational errors. Not
only are the errors.assumed to be unbiased and of
known variance, but they are also assumed to be
Gaussian. To ensure that the errors are approxi-
mately Gaussian and-of the appropriate variance,
continual monitoring of differences between
observations and the background fields is re-
quired, as discussed in the paragraph after next.

Since most types of observations usually con-
tain only Gaussian errors of fairly well-known

- variance (e.g. Table 1), the differences between

the observations and the background fields, aver-
aged over a suitable region and time interval, can
be used to estimate the background field error.
There are, however, many ways that an obser-
vation may contain non-Gaussian errors, such as
errors in coding or decoding, misreadings of
instruments or instrument failure. Some of these
errors are simply detected by the quality control
procedures within the MVSI and described in the
first paragraph of this section, but if observations
from a platform are consistently bad for a pro-
longed period, then observations from that plat-
form should be excluded at a very early stage in
the assimilation process to decrease the likelihood -
of some good data being rejected because they are
inconsistent with bad data. Furthermore, once a
subset of quality controlled observations has been
collected, statistics of such observations versus
model fields can also be used for comparing analy-
ses and forecasts from different systems.

To facilitate data monitoring, a system of flags
is used to record the processing of each datum.
Every time a decision is made that affects the pro-
cessing of a datum a flag is set, a subset of which is
shown in Table 5. Such flags are written back to
the data file, and only the data flagged as correct
and available for use in the analysis are used in the
calculation of the observation-fitting statistics,
i.e. statistics of the differences between obser-
vations and six-hour forecast background fields,
analyses and initialised fields. Along with these
statistics, a history of each observation platform is
built up. This history includes the average differ-
ence, root mean square (rms) difference, average
observed value (excluding gross errors), the num-
ber of reports and the time since the last report,
the total number of times the observation was

Table 4. A comparison of the main features of UVSI and MVSI.

UvsI

MVSI

Analysed variables
Primary model variables

Analysis method

Mass-wind coupling.

Use of satellite sounding data
pressures.

Computational strategy

Quality control

Increments of surface pressure,
temperature, and wind components,

Surface pressure, temperature,
vorticity and divergence.

Sequential univariate SI for surface
pressure, temperature; bivariate SI
for wind components.

Geostrophic correction and normal
mode initialisation.

TOVS temperatures at standard

Analyse point by point; maximum of
16 data selected at each point.

Background check. Neighbour check.

Increments of geopotential and
wind components.

Surface pressure, temperature,
vorticity and divergence.
Simultaneous multivariate SI for
geopotential and wind
components.

Multivariate cross-correlation
functions between geopotential
and wind increments.

TOVS thicknesses over layers.

Analyse by subvolume; maximum
of 1'50-500 data selected per
subvolume.

Background check.
Cross-validation by SI.
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Table 5. Integer representation of some quality control
flags set within MVSI.

Datum not selected
Datum combined into super-observation
Datum required checking by cross-validation
Datum failed cross-validation check
Datum failed background field check (gross
error) 64
Datum is duplicate 128
Observation time of datum is too far from
analysis time 256
Satellite sounding failed static stability check 2048
Datum failed checks against climatology etc. 4096

0 £ b =

flagged as suspect along with the number of times
the observation was flagged since the last ‘good’
report, as well as a count of the total number of
rejections and gross errors and the number of suc-
cessive rejections and gross errors. These histories
_are built up over each calendar month and a list of
unreliable observation sites is compiled. This list
is then compared with similar lists from other
major NWP centres and a final list of stations to
be ignored is created. Eventually this process will
be extended so that once an observation is
rejected too often or too many gross errors occur
within a specified time, the observation will auto-
matically be flagged as suspect until a suitable
number of successive good observations have
been received.

Inclusion of the flags within the data files means
that these data files can be used for comparisons
between different numerical experiments,
omitting the data flagged as suspect. The use of
flags in such a manner permits a ‘clean’ compari-
son between different analyses and predictions by
way of observation-fitting statistics that are not
contaminated by doubtful data. Several such
comparisons are presented in the following sec-
tion, and in part 2.

Comparisons of MVSI and UVSI

Methodological differences between MVSI and
UVSI .

Table 4 summarises the principal similarities and
differences between MVSI and its predecessor
UVSI. Probably the most important dynamical
difference is the way in which the mass-wind
coupling is achieved in the two systems; in UVS],
by geostrophic corrections and normal mode
initialisation in conjunction with a pressure res-
toration algorithm (Bourke et al. 1990); and in

"MYVSI mainly via the coupled form of the covar-

1ance functions. Also, the MVSI subvolume strat-
egy tends to make it more of a ‘global’ analysis (or
less of a ‘local’ analysis) than UVSI, in which a
new data selection is made at each grid-point.
Based upon the experience of the US National
Meteorological Center when it made such a
change to its global data assimilation system
(Derber et al. 1991), this aspect of the method-
ology is probably also quite important. An analy-
sis that uses the same set of observations to
analyse many points seems inherently likely to be
better balanced than a ‘local’ analysis in which the
selected observations may change from point to -
point. Finally, the experience of Hollingsworth et
al. (1986) suggests that the enhanced quality con-
trol methods available within MVSI may contrib-
ute significantly to overall system performance.

Assimilation characteristics of UVSI and MVSI
Three desirable characteristics of a good data
assimilation system are:

e that the analysis produced by the system at a
particular analysis time fits the observations at
least to within their presumed random obser-
vational error variances;

“e that information introduced during the analysis

is retained during model initialisation; and
e that good background fields are produced for

the next analysis cycle.

Here, the UVSI and MVSI systems are com-
pared according to the above criteria. Table 6
shows observation-fitting statistics for a period of
about four weeks during December 1991 and
January 1992, that indicate the MVSI system both
fits the data better after initialisation, and pro-
duces better background fields for the next cycle.

Figures 1 and 2 address the aspect of the reten-
tion of information from observations during
model initialisation. If the analysed fields were in
perfect balance with respect to the model, the ana-
lysed increments (i.e. information introduced by
observed data) would be retained on the so-called
slow modes of the prediction model. In practice,
however, some of the analysed information
usually projects on to the fast modes of the model,
and this information is lost during the model ini-
tialisation process. (See Leith (1980) for a detailed
discussion of stow and fast modes.) The slow and
fast mode increments of sea-level pressure for the
UVSI system on a particular typical day are
shown in Fig. 1, and the corresponding slow and
fast mode increments for the MVSI system on the
same day are shown in Fig. 2. Clearly the fast
mode increments (information lost during initial-
isation) are substantially larger in the UVSI sys-
tem. It is also evident that the slow mode
increments are larger in the UVSI system, i.e. the
overall adjustments to the background field are
larger in the UVSI system. Together with evi-






