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This paper provides an assessment of the performance of the National
Climate Centre (NCC) seasonal forecast model using cross-validated
hindcast data for the period from 1950 to 1993. Hindcast probabilities
of rainfall occurring in three categories defined by the rainfall tercile
values were generated by an optimal linear combination model using
climatology, persistence, and the phases of the Southern Oscillation
Index (SOI) and Darwin pressure anomalies. The performance of the
consensus hindcasts was assessed using the linear error in probability
space (LEPS) scoring method. A further assessment was made of the
combination model after the inclusion of the probability forecasts from
a sea-surface temperature eigenvector forecast scheme. It was found
that the addition of the SST scheme provided an increase in skill over’
the hindcast period across the 'predictability barrier’' of the austral

autumn and enhanced and enlarged the areas of hindcast skill over
eastern and inland Australia during the winter and spring. -

Introduction

The Australian Bureau of Meteorology seasonal climate
outlook was first issued publicly in June 1989 to provide
forecasts of expected rainfall conditions for the next
three months over those areas of the Australian conti-
nent which showed significant correlations with the
Southern Oscillation Index (SOI). Initially, a simple lin-
ear regression method was used to produce decile value
forecasts for each rainfall district, using the relationship
between the SOI and rainfall established by the work of
Nicholls and Woodcock (1981) and by McBride and
Nicholls (1983). Later, probability values of rainfall
occurring in above, below or about average rainfall cat-
egories were introduced on the basis of historical fre-
quency expectations associated with different phases of
an idealised cycle in the Southern Oscillation following
the model developed by Zhang and Casey (1992). More
recently, the forecast parameters of persistence and cli-
matological expectation have been used in a linear com-
bination model (Casey 1995) with the rainfall expecta-
tions derived using phases of the SOI and the SO relat-
ed index of standardised Darwin pressure anomalies.
This operational forecast system was initially based on
the historical Bureau of Meteorology district average
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rainfall totals and percentile values, but has now been
modified to use rainfall data analysed on a 1° by 1° lat-
itude-longitude grid to give better resolution and obviate
some perceived difficulties with the homogeneity of the
district average records.

Experimental forecasts are also being investigated
using relationships between empirical orthogonal func-
tion (EOF) eigenvectors of sea-surface temperature and
significant eigenvectors of seasonal rainfall over
Australia. This model has been developed in the Bureau
of Meteorology Research Centre (BMRC) and is based
on the results of Nicholls (1989) and Drosdowsky
(1993a) which suggested that additional skill may be
found from the use of sea-surface temperature (SST)
values, particularly in the Indonesian and Indian Ocean
region. The use of this model in linear combination with
the existing NCC seasonal forecast model is evaluated.

During its operation, the performance of the forecast
model has continually been assessed on a largely subjec-
tive basis, with the implicit assumption that the probabil-
ity relationships provided by the historical expectations,
or that the correlations of the rainfall with the forecast
parameter over the period of feasibility assessment, in
themselves represent the likelihood of success of the
forecasts. It is known, however, that the statistical rela-
tionships between the forecast parameters and the pre-
dicted quantities are not stationary and are sensitive to
the choice of the base period used to define the statistics.
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In order to realistically assess the true skill of a fore-
cast scheme, assessments need to be made on indepen-
dent data, i.e: over periods which are different to that
used to derive the forecasting scheme parameters. For
the purposes of monitoring the performance of forecasts
and to assess the likely improvement which might be
made through the introduction of new techniques or
refinements, an objective assessment method needs to
be applied.

The linear error in probability space (LEPS) score
(Ward and Folland 1991; Potts et al. 1996) has been cho-
sen to assess the performance of the forecast scheme
because it is specifically designed to assess categorical
probability forecasts and is therefore highly suitable for
scoring the probability forecasts in the format provided
in the seasonal climate outlooks produced by the
National Climate Centre.

Data

Rainfall data on which the climatological probabilities,
persistence and other rainfall category expectation val-
ues have been based are taken from the 1° x 1° latitude-
longitude gridded monthly rainfall datasets archived in
the National Climate Centre, Melbourne. These data are
available from 1890 and have been optimally interpolat-
ed to a regular grid format using an iterative inverse-
square radius weighting function (Jones 1997). SOI and
Darwin pressure anomaly (DPA) data are also taken
from datasets assembled and archived at NCC. These
data were available from 1876 in the case of Darwin
pressures and from 1882 for the SOIL. SST data used in
the eigenvector forecast scheme to calculate hindcast
probabilities of rainfall were taken from the Global sea-
Ice and Sea-Surface Temperature (GISST) dataset
described in Parker et al. (1995) and covers the period
1950 to 1993. These data were available on a 1° x 1°
latitude-longitude grid but have been analysed at a 5°
resolution for the eigenvector forecast scheme
(Drosdowsky, personal communication).

Ideally, to assess the performance of a statistical
forecast model which has been developed on the basis of
empirically found relationships between the predictors
and predictands, the assessments should be made on
data which are independent of the data used to establish
the forecast model relationships. This requires that there
is a sufficiently long record available from which to
draw the training period data and a similarly long record
on which to base the assessments. Mean and variance
statistics for typical climate variables such as tempera-
ture and rainfall generally do not converge to stable val-
ues for periods of less than about 30 years, and so usu-
ally a period of 60 years or more is required to provide
independent training and trialling periods of, say, 30
years each with stable statistical moments. This does not

normally provide a problem for the SOI or rainfall,
where there is a relatively long period of over 100 years
of record available to validate independent and statisti-
cally stable periods of training and evaluation data. This
of course, ignores the fact that there are longer term
fluctuations in the variance and mean of these records
on decadal and multi-decadal time-scales, but the effect
of these can be reduced to some extent by a careful
selection of the relevant training and trialling periods. In
any case, for the relationship between the SOI and the
rainfall and for Darwin pressure and the rainfall, the
changes in the first two moments of the mean and vari-
ance over different periods of the record, although sta-
tistically significant, are not of a magnitude to cause
concern about changes in the fundamental nature of the
relationship between the predictors and predictands. The
stability of the relationships found between the SO
based indices and rainfall over various periods of time
has been verified by the results of McBride and Nicholls
(1983) and Zhang and Casey (1992).

For a meaningful assessment of the contribution
made by the inclusion of the SST forecast model into the
existing combination scheme, hindcast data for each of
the input schemes and hindcasts of the combination need
to be generated over the same period of time. In the case
of the SST model only 44 years of record were available.
This was considered to be too short to provide both a
sufficiently long training period and an independent
evaluation period by simply splitting the dataset into two
parts. To overcome the problem of the relative shortness
of the record, cross-validation was used to produce hind-
casts of rainfall probabilities from both schemes over the
period of the available SST data from 1950 to 1993. The
cross-validation method consists of removing the actual
observed data for the hindcast period under considera-
tion, calculating the statistical relationship between the
predictors and rainfall using the remaining data and then
making the hindcast prediction for the missing period
(e.g. Michaelson 1987; Elsner and Schmertmann 1994),
The objective is to try and obtain data which is as inde-
pendent as possible from the period for which the fore-
cast (or hindcast) is being made.

It should be mentioned that in operational use the cli-
matological, persistence and other expectation values
based on relationships with the SOI and Darwin pressure
phases are based on the whole of the available period of
records up to the time of forecast issue. However, for our
purposes here, all the assessments will be made on cross-
validated data over the period from 1950 to 1993.

Description of the forecast model

The forecast model provides probabilities of the follow-
ing three months total rainfall occurring in the categories
of above normal, near normal and below normal rainfall.
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These rainfall categories are defined by dividing the
ranked frequency distribution of the historical rainfall
occurrence into thirds (terces). Climatologically, i.e.
over a substantial length of time, the expectation of rain-
fall in each of the categories is therefore one in three.
This is usually expressed as a probability value in the
range from O to 1, and is sometimes called a p-variate or
unit-range variable. The ‘climatological’ probability val-
ues for rainfall in each of the three rainfall categories is
therefore 0.33. It might be noted at this point, that the
probability of an occurrence of rainfall in each of the
categories by chance alone would also be 0.33. So that
effectively, the probability of a climatological forecast
being correct is the same as that of a random forecast.

The 'climatological' probability takes no account of
the serial correlation or time dependence of the data. It
is simply a zero-order measure of the time-integrated
frequency distribution. To gain a better measure of the
climatological expectation which involves change over
time and is contingent on the prevailing conditions, the
strength of the persistence in the rainfall from the pre-
ceding three months to the following three months
needs to be be calculated.

Traditionally, persistence has been defined as the
expectation that conditions will remain the same, and is
measured by the root mean square error of the depar-
tures of the following from the.preceding period values
(e.g. Miyakoda 1972). So that, if the rainfall for a par-
ticular location was in a given category, the pure persis-
tence forecast would be that the rainfall was in the same
category in the following period. This implicitly means
that the expectation of rainfall remaining in the same
category from this definition of persistence would be
100 per cent and zero in the other categories, which is
clearly unrealistic. This was the approach initially taken
with the NCC seasonal forecast model, however, these
'perfect persistence’ probabilities were combined with
the climatological expectations using a linear combina-
tion technique to give a so-called 'damped persistence’
expectation (Passi 1975; Thompson 1977; Casey 1995).
This effectively consists of a re-scaling of the probabil-
ities of the perfect persistence forecasts by the zero-
order (time independent) climatological expectations in
each of the rainfall categories. Essentially, this is equiv-
alent to damping with a random variable and has the
effect of reducing the expected root mean square error
so that the variance of the resultant linear combination
is closer to the actual observational sample variance.
Optimal weights are assigned to a linear combination of
the probability values of the climatological and persis-
tence schemes, and are calculated according to the rela-
tive skills of the respective schemes by using a least
squares reduction of the combination error variance
over the historical record. The resulting probabilities in
the categories are then standardised by setting the total

of the probabilities in the categories to unity. It has been
found that the variance of the 'damped persistence’ is
certainly reduced from the raw "pure persistence' values,
but that these are still. somewhat larger than the sample
variance ‘of the observations: Nevertheless, the combi-
nation provides skill above that of the climatological
expectations alone.

A more recent version of the model uses empirically
derived conditional probabilities based on persistence
expectations, and this is the model that is included in the
assessment here. For each rainfall tercile category in a
given season there is a set of three probabilities which
are conditional on the category in which the rainfall
occurred in the preceding season. For a given rainfall
category, the persistence probabilities are therefore sim-
ply determined by the frequency of occurrence of rain-
fall in the given category following the occurrence of
rainfall in each of the three possible rainfall categories
in the preceding three months over the relevant period of
the historical record. This model is essentially a simple
first-order Markov model based on the serial correla-
tions of the observations from each of the preceding cat-
egories to each of the following categories. The persis-
tence probabilities, when calculated in this way, are a
more realistic measure of the first-order time-dependent
climatological expectations, and are superior to the
probabilities produced by the damped persistence
method, as they incorporate the inherent statistical prop- ...
erties of the actual observational sample.

A 'phase’ model based on the quasi-periodic behav-
iour of the SOI is then used to derive frequency expecta-
tions of rainfall in the three months following the current
phase which is identified using a moving average value
of the index. In the form used here, each half of an ide-
alised cycle of the index is divided into eight phases and
the frequency expectations in each of the rainfall cate-
gories are calculated from the occurrence of rainfall in
the three-month periods following occurrences of the
same phases in a two to five-year bandpass filtered
record of the SOI. The rationale behind this method fol-
lows the spirit of the Wold decomposition theorem which
postulates that a stationary time series can be partitioned
into a deterministic component and a random or 'white
noise' component (Wold 1938). By suitably filtering the
SOI record, most of the ‘noise' can be removed and the
remaining 'signal’ may then be modelled or parametrised
by some empirically derived or assumed function.

Spectral analysis of the SOI signal, with the high fre-
quency noise removed, indicates that the majority of the
variance is explained in the two to three year and three
to five-year period ranges (Zhang and Casey 1992). A
two to five-year bandpass filtered record is therefore
used to represent the major low frequency behaviour of
the SOL An idealised cycle through both positive and
negative phases was composited and re-standardised to
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define the departure values for the eight phases in each
of the negative and positive halves of the SOI cycle. The
values of departure of the index which define the start of
each phase are found from the values corresponding to
an equal subdivision of the distribution abscissa axis. In
the phase model evaluated here, as used with both the
SOI and with Darwin pressure anomalies, there are 16
defined phases through the complete idealised cycle
representing various departures and trends, but in addi-
tion an extra phase is reserved for values close to zero
where there is no distinct trend. )

In operational use, the current phase of the low fre-
quency cycle is determined by the three-month and five-
month moving averages of the respective indéx (here
the SOI and/or standardised Darwin pressure anomaly).
The three-month moving average is used to filter the
usually strong intraseasonal fluctuations and to define
the predictor departure value. The difference in the last
two successive values of the five-month moving aver-
age is used to determine the trend. These values then
enable a phase to be unambiguously identified from the
currently available data. Probabilities in each of the
rainfall categories are found from the frequency counts
of the occurrences of rainfall in each category in the
three months following corresponding phases identified
in the two to five-year bandpass filtered record of the
index (Fig. 1). Even though the SOI and Darwin pres-
sure anomalies are strongly correlated there are times
when the variations in Tahiti and Darwin pressures,
which make up the SOI, do not vary coincidentally
(around one-third of the time) and Darwin pressure
alone may be a better indicator of the climatic circula-
tion patterns affecting the Australian region and of rain-
fall in the following season. This is the reason it is used
as an additional predictor in the forecast scheme; so that
it can include extra information in the predictor 'signal’
which may not always be present in the SOI.

Each of the probability values derived from the
above - forecast schemes are successively combined
using an optimal linear combination technique (Casey
1995) to produce a consensus forecast of rainfall proba-
bilities over the latitude-longitude grid-point field of the
rainfall data. Probability values are presented as a grid-
ded dataset which can be interpolated to individual loca-
tions or agreggated into district values, and maps can be
readily produced using graphical computer software.

The optimal linear combination technique is based
on applying appropriate weights to the probabilities
from individual forecast schemes to minimise the mean
square errors of the combination when assessed over an
appropriate period of record. The respective weights are
determined from a Gaussian least squares error minimi-
sation procedure. Each forecast scheme therefore
requires a set of hindcasts over a suitable period from
which to determine the weights. The weights so found

Fig. 1 Schematic of the SOI phase model showing the
identification of a phase in the two to five-year
bandpass filtered index based on the departure
of the index and trend, and the classification of
rainfall in the three months following the phase
into one of three tercile categories.
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are then applied to the probabilities from each of the
forecast schemes to produce a set of hindcasts for the
combined schemes. This is performed successively
through each of the individual forecast schemes with the
hindcasts produced from the previously combined
schemes used to calculate the weights with the next
scheme and so on. Starting with the persistence proba-
bilities, appropriate weights are found which minimise
the mean square errors of the linear combination with
the SOI phase probabilities. Using the weights obtained
for this optimum combination, probability hindcasts of
the combination are then calculated for the period of
evaluation and these are then combined with the next
forecast scheme e.g. the Darwin pressure anomaly phase
scheme. Successive combinations are repeated for as
many forecast schemes as are required. This is done at
each location (grid-point) and for the particular season.
The technique applies weights to the probabilities from
each of the forecast schemes according to the relative
skill each of these has shown over a sufficiently long
period of forecasts or hindcasts and the scheme also
takes into consideration the degree of correlation
between the forecasts.

Normally, for a scheme with very little or poor skill
in some locations or certain times of year, the contribu-
tion to the combination will be virtually negligible as the
probabilities will be weighted with a very small coeffi-
cient for that particular time or place. However, the
combination technique in its unmodified form can
sometimes give solutions for the weights which have
values lying outside of the range from zero to one. This
is because of the possibility of values lying outside the
normal range in the roots of the quadratic expression
which arises in the least squares method. In these cases,
the probabilities from the scheme with the greater skill
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could be increased above their original values by the
combination method and would result in the appearance
of artificially high skill scores if a scoring scheme was
used which based its scoring on an error minimisation
scheme similar to that used to obtain the weights in the
first place. In operational use, where this condition aris-
es, the respective weights are set to zero and one so that
only the scheme with the greater skill is used. This obvi-
ates the problem of exaggeratedly high probability val-
ues appearing in the combination forecasts and of artifi-
cially high skill scores.

Some rounding down or smoothing of higher proba-
bility values may occur also from time to time where
there are about equally skilled weightings but different
predicted probabilities. From an inspection of the effects
of successive combinations it is thought that ideally a
maximum number of combinations should be no more
than around five or six to prevent too much ‘blurring’ of
the values. The scores obtained when using more vari-
ables sometimes appear to present better skill, however
this is really due to the effects of damping where the
overall distribution becomes more like that of a random
distribution and the integrated mean square error vari-
ances appear to be reduced. This is similar to the over-
fitting which can occur from the use of too many vari-
ables in multiple regression methods and can be a par-
ticular problem if the contributing schemes come from
populations with different statistical distributions where
the error variances are dissimilar.

The sea-surface temperature eigenvector forecast
scheme has been developed in the Bureau of
Meteorology Research Centre (BMRC) and utilises the
relationships found between characteristic sea-surface
temperature anomaly patterns and large-scale Australian
rainfall patterns. Time series representations of charac-
teristic pattern amplitudes are derived from an empirical
orthogonal function (EOF) analysis of the Indian Ocean
and Pacific Ocean region sea-surface temperatures, and
are then used in a linear discriminant analysis to find
probability relationships with characteristic rainfall
anomaly patterns. The areas of cohesive rainfall anom-
alies are also determined from an EOF analysis
(Drosdowsky 1993b). Probability values for rain in the
tercile categories for each of the rainfall areas are pro-
duced from a combination of the most significant SST
principal components relating to that area and are select-
ed from the linear discriminant analysis.

LEPS skill score

The LEPS skill score has been adopted from the scheme
described by Ward and Folland (1991) and subsequent-
ly revised by Potts et al. (1996). Essentially, the score
translates the values obtained from a cumulative proba-

bility distribution function to a linear scale for ease of
score comparison and is appropriate for scoring proba-
bility forecasts in categories such as are routinely pre-
sented in the National Climate Centre seasonal climate
outlooks.

A theoretically derived equitable scoring matrix,
using the expected error distributions in a three by three
contingency table for tercile categories, is applied to the
counts of successful or unsuccessful forecasts over a
given spatial region or over a given period of time; i.e.
a score can be obtained for a single seasonal forecast as
an average over the spatial domain, or scores may be
obtained at each of a given number of locations over a
sufficient period of time to provide a meaningful statis-
tic. Earlier versions of the LEPS score suffered from
'bend back’ where very low counts in some categories
resulted in an increase in the LEPS score due to a rever-
sal of the regression gradient used to calculate the
weightings, and because of an imposed standard unit
range between the theoretical maximum numbers of
successes or failures. The later revised LEPS score has
the constraints of ensuring the range is standardised to
the maximum possible number of successes and fail-
ures, and of precluding negative regression gradients.
Some problems may still be experienced however, with
small numbers of data where the statistics can become
somewhat unstable. Scores are calibrated from -100
representing a completely wrong forecast to +100 for a
perfect forecast. A zero LEPS score represents the cli-
matological score or equivalently, random data. A rule
of thumb is that a forecast is considered to have reason-
able skill if it achieves a LEPS score of greater than 5
and is considered to be a very good forecast if it scores
greater than around 10. Similarly, a poor forecast would
be one with a score below -5 and a bad forecast one
which scores below -10. These values are based on an
empirically determined standard deviation of the LEPS
score of around 2.5 found from randomly sampled hind-
cast data over a period of 98 years (Zhang, personal
communication).

Analysis

Hindcasts of seasonal forecast probabilities of rainfall
for each of the component forecast schemes were calcu-
lated in the three categories defined by the rainfall ter-
cile values over the period 1950 to 1993. This period
was chosen because it was the period of record available
for the sea-surface temperature data. Because of the rel-
ative shortness of the SST record, rather than attempting
to perform an evaluation over separate training and
evaluation periods, where the forecast model character-
istics are determined-from the training set and then test-
ed over the independent evaluation period, it was decid-






