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Some methods for the quality control of Australian sea-level
pressures from SYNOP messages are described. For the
detection of systematic errors (biases) a useful exploratory
tool is the calculation of an ‘apparent bias’, defined as the
mean over many cases of the observed pressure minus an
analysis without the use of the station being checked.
Confirmatory tools include time series, and metadata. A
check that makes use of a simple property of the Australian
pressure reduction method is useful for the detection of pres-
sure reduction inconsistencies. The error rate for such
inconsistencies has decreased substantially over the last few
years, probably as a result of increased automation. A
promising approach to the detection of intermittent errors is
the use of station-specific regression equations, in which the
predictand is the observed minus short range forecast pres-
sure at the location of the station being checked, and the pre-
dictors are observed minus short range forecast pressures at
neighbouring station locations.

Introduction

The purpose of this paper is to describe some of the
methods developed and used in the Australian Bureau
of Meteorology (‘the Bureau’) in recent years for the
quality control of sea-level pressure data from
Australian real-time SYNOP messages. The methods
make use of spatial, temporal and internal consisten-
cy. They seek to identify both systematic biases (pres-
sures consistently too high or too low), and intermit-
tent (‘one-off’) errors.

The aim of the quality control addressed herein is
to ascertain whether the pressure reported in a
SYNOP message corresponds adequately to the pres-
sure that would be expected from a field barometer in
proper working order using standard observing proce-
dures. This definition recognises that pressure varia-
tions occur over a wide range of time-scales, the
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shortest of which are smoothed or averaged to some
extent both according to the instrumental characteris-
tics of the barometer, and by current observing prac-
tices. However, scales which are accurately measured
by a field barometer, but are too short to be adequate-
ly represented on a numerical data assimilation grid
(the so-called ‘errors of representativeness’), are con-
sidered here as part of the truth. Similar remarks
apply to real variations sensed by a barometer, that a
manual analyst might regard as ‘noise’ for a particu-
lar application (e.g. sea-breeze effects). Given the
ever increasing resolution of numerical models, and
the wide variety of applications, the problem seems
best addressed as defined above, that is, from the
standpoint of a data producer who must meet the dif-
fering requirements of many users.

The foregoing comments should not, however,
obscure the valuable contribution that numerical
models can and do make towards quality control. A
short range prediction typically explains a large pro-
portion of the observed temporal ‘variance at station
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locations. Consequently, the comparison of an
observed pressure with a short range prediction has
proven to be an effective way of detecting large inter-
mittent errors (e.g several hectopascals) in SYNOP
pressures, in operational numerical weather predic-
tion (NWP) centres throughout the world.

But some limitations to the use of numerical mod-
els, for aspects of quality control other than that just
mentioned, need to be recognised. Firstly, from the
aspect of bias detection, numerical models have their
own systematic biases, which may make difficult the
detection of observational biases. Secondly, observa-
tional networks are typically denser in some areas than
in others, so that mismatches between observational
density and numerical model resolution inevitably
occur. Particularly in areas where the average observa-
tional separation is much shorter than the model grid
length, information about neighbouring observations
may be more useful than a short-range forecast, for
quality control. Therefore, while making use of the
ability of NWP models to explain much of the observed
variance, quality control methods should also seek to
take into account the two factors just mentioned.

The remainder of the paper is structured as follows.
The next section describes a methodology that has been
used since 1994 for the detection of systematic biases,
and presents specific examples. The third section
addresses the aspect of consistency between station
pressures and sea-level pressures, and illustrates a
steady improvement in quality. The fourth section, on
intermittent errors, summarises the current methods of
quality control used in the Bureau's numerical data
assimilation systems, and also presents some recent
results that suggest promising ways of improvement.

Systematic biases

While the methodology to be described is applied
within a NWP data assimilation cycle, the detection of
biases is not only important for real-time analysis and
prediction applications. Small but systematic biases,
of order 0.5 hPa for example, while possibly of little
concern for daily synoptic analyses, are important for
applications where the signal of interest is correspond-
ingly small, such as studies of an enhanced greenhouse
effect (e.g. Trenberth and Hoar 1996, 1997). The
detection of small biases is also of obvious relevance
to attempts to correct historical pressure records (e.g.
Allan et al. 1996; Basnett and Parker 1997).

Detection methodology

This section is a summary of a more detailed techni-
cal report (Seaman 1995), together with some exam-
ples. The main exploratory tool for bias detection is

cross-validation, whereby an observation is compared
with an estimate (a ‘cross-validation pressure’) using
observations from all stations except the one being
checked. The mean, over many cases, of the observed
minus cross-validation pressure at a station location is
defined as an apparent bias. The estimation of an
expected value at the location of an observation, using
neighbouring observations, has much in common
with observation to grid-point interpolation, or objec-
tive analysis. The process of cross-validation is there-
fore conveniently carried out within the objective
analysis component of the Bureau's global data assim-
ilation system (GASP; Seaman et al. 1995; Bourke et
al. 1995).

The calculation of an apparent bias in the way just
outlined is similar to what is done manually at many
analysis centres, where the analyst notes those sta-
tions where pressures are consistently higher or lower
than would be expected from neighbouring data.
Cross-validation may be used for detection of inter-
mittent errors too, but its use is particularly attractive
for bias detection because an average over many
cases is statistically more reliable than is a single
case. This and other detailed statistical aspects of bias
detection are elaborated in Seaman (1995).

Practical experience over several years has con-
firmed the usefulness of apparent biases as an
exploratory tool. But large apparent biases are never-
theless far from conclusive indicators of a real bias.
They can arise for several other reasons, the most
common being (a) the over-smoothness of the GASP
analyses in those areas where the observations can
resolve shorter scales than the numerical data assimi-
lation system, and (b) genuine mesoscale features of
the pressure climatology, such as those arising from
land and sea breezes, which may affect one station but
not its neighbours.

Having identified the most statistically significant
apparent biases, it is therefore necessary to seek con-
firmatory evidence. Since the cross-validation
process as applied here is based upon spatial consis-
tency, it is not surprising that time consistency can
provide further assistance. Two of the strongest con-
firmatory indicators of bias are discontinuities and
systematic trends in relevant time series. Both time
series of observed minus cross-validation pressures
and time series of paired differences between a sus-
pect station and its neighbours have proved useful.

Other confirmatory evidence can sometimes be
acquired from metadata (e.g. information about site
changes, instrument replacements etc.). Also, elevat-
ed stations (above about 300 m) may be especially
problematical, as they are considerably more sensitive
than are low-level stations to the assumed climatolog-
ical mean virtual temperature used for reduction to
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sea level. Inconsistencies between the station clima-
tologies used for pressure reduction at nearby stations
may therefore cause corresponding spatial inconsis-
tencies in sea-level pressures.

Overall, the problem of bias detection seems to be
best approached as a task of synthesis, as advocated
by Collins and Gandin (1990), in which evidence is
gathered from a variety of sources and collectively
assessed. Usually, the presence of a station in the top
10-20 per cent of apparent biases for several succes-
sive months, supported by one or more confirmatory
factors, and with no obvious alternative explanation,
would justify a check against a transfer standard
barometer. The most common causes of confirmed
biases encountered in recent years have been (a) dete-
rioration in the barometer response, (b) inaccurate
barometer height and (c) errors in pressure reduction
tables or coefficients. As indicated by Ingleby (1995),
inaccurate barometer heights are also of particular
concern for data assimilation systems which use sur-
face pressure directly, rather than sea-level pressure.

Case studies

~ Three examples follow. The first illustrates the sort of
signal accompanying the usual ‘out of tolerance’ case.
The second example had a more unusual cause, that
was nevertheless readily recognised by the relevant
observations manager using knowledge of the sta-
tion's recent history. The third was of interest because
it led to confirmation of a prevalent systematic differ-
ence between pressures from two types of barometer.

Case 1. The case of anonymous station A is similar to
many in the past few years. Figure 1 is a time series
of monthly apparent biases, averaged over the four
major synoptic times. During 1994, the monthly
apparent biases were all less than about 0.5 hPa, but
during 1995 a clear increase in apparent bias
occurred. Suspicions were heightened by a time series
of paired differences with the closest neighbour of A
(about 50 km distant) in which a similar change
occurred from 1994 to 1995 (not shown). A check
against a transfer standard barometer in February
1996 confirmed a positive bias of about 1 hPa, where-
upon the barometer was replaced and the apparent
biases returned to low values.

Case 2. A daily 2300 UTC time series of observed
minus cross-validation pressures from automatic
weather station X is shown in Fig 2. Station X was
located in a region with some stations near sea-level
and others at elevations of hundreds of metres. Sea-
level pressures in such areas are characteristically less
spatially consistent than in areas where the topogra-
phy is flat, because of the uncertainties associated

Fig. 1 A time series of monthly mean observed minus
cross-validation pressures (hPa) at anonymous
station A, averaged over the four major synop-
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Fig.2 . A daily time series, at 2300 UTC, of observed
minus cross-validation pressure (hPa) at
anonymous automatic weather station X.
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with pressure reduction. The daily series shown from
days 1 to 40 was therefore not considered too unusu-
al. However, a clear discontinuity and negative shift
apparent at day 40 required further investigation.
The explanation was quickly discovered by the
observations manager. A new barometer had been
installed on day 40, having already been checked
against a transfer standard barometer and found to be
accurate. However an offset (constant correction)
applicable to the old barometer had not been removed
from the automatic weather station computer.
Removal of the offset (day 84) rectified the situation.

Case 3. The sea-level pressures from Norah Head
Lighthouse (WMO 94770; 33.3°S, 151.6°E), both
before and after June and July 1997, had agreed well
with neighbouring stations, with monthly apparent
biases less than about 0.3 hPa in absolute value.



126

Australian Meteorological Magazine 48:2 June 1999

However, in June and July 1997 the apparent (nega-
tive) bias increased to 0.5 to 0.6 hPa. In the same
months the paired differences between 94770 and a
closely located automatic weather station (WMO
95770) indicated monthly mean differences (94770
minus 95770) of -0.6 to -0.7 hPa. An unusual clima-
tological feature of the two months in eastern
Australia was the well above normal pressure (1025-
1026 hPa compared with the long-term mean of 1020-
1021 hPa) in the vicinity of Norah Head. A closer
examination of paired differences between 94770 and
95770 over many months (Fig. 3 upper) revealed a
tendency for 94770 to read higher than 95770 when
pressures were low, and vice versa. Such a tendency
explained why the apparent bias was largest in June
and July 1997, when pressures were abnormally high.
Shortly afterwards, a rather similar effect (Fig. 3
lower) was observed at another pair of stations, Port
Arthur (WMO 94978; 43.1°S, 147.8°E) and Hobart
Airport (WMO 94975; 42.8°S, 147.5°E).

In each of the two above pairs, the first named sta-.
tion was equipped with a Kew pattern mercury
barometer, and the second with an electronic barome-
ter. This realisation led to a connection with a study
by Warne (1995) at Darwin Airport (12.3°S, 130.9°E).
The latter study had indicated a similar effect to that
in Fig. 3, apparently associated with the dominant
tropical diurnal pressure cycle. Many more pairs of
neighbouring mercury and electronic barometers
were therefore studied. These pairs confirmed a wide-
spread tendency, not solely associated with the diur-
nal cycle, for the mercury minus electronic pressure
difference to be negatively correlated with pressure
(Seaman and Warne 1998). Hypotheses about possi-
ble physical causes have been suggested by Warne
(1995), and further investigation is necessary.

Internal consistency between station
and sea-level pressures

Since both a station pressure (PSTN) and a sea-level
pressure (PMSL) are reported in a SYNOP message,
a simple method exists that enables inconsistencies
between PMSL and PSTN of greater than about 0.3
hPa to be detected quite confidently. The consistency
check makes use of a special characteristic of the
Australian method for pressure reduction (Colquhoun
1965, method (v) therein), namely that

PMSL = PSTN * K1
where K1 is a constant throughout a calendar month

at a particular station. Therefore, within the limita-
tions of (a) the reporting precision (0.1 hPa) and (b)

Fig.3  Upper : Scatterplot of Norah Head Lighthouse
minus Norah Head AWS sea-level pressure
(hPa), versus Norah Head AWS pressure, at
2300 UTC daily, from November 1996 to June
1997. Lower : Similarly for Port Arthur and
Hobart Airport, July 1997 to December 1997.
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the use of lookup tables at some stations, the ratio
(PMSL/PSTN) should be constant.

The practical implementation of the consistency
check is as follows. Median values of (PMSL/PSTN),
denoted as KM, are calculated retrospectively for a
past month (e.g. May 1998) at each Australian station,

The KM are estimators of the K1 at each station. The

sea-level pressures at each station for a current month
(e.g. May 1999) may then be recalculated in real time
using

RECAL = KM * PSTN

where PSTN is the reported station pressure in the
SYNOP message. An inconsistency exists if

IPMSL - RECALI > TOL

where PMSL is the reported sea-level pressure in the
SYNOP message, and TOL is a tolerance ranging
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from 0.2 hPa at low-level stations to 0.4 hPa at 1000
m elevation. Such calculations can be performed in
real time from the start of the month for those stations
that were in the network a year ago and for which the
barometer height has not changed. New stations can
be checked as soon as sufficient reports are available
to calculate a reliable KM.

An inconsistency detected in the way just
described will be called a ‘pressure reduction incon-
sistency’, even though it need not necessarily have
arisen from an error in calculating the pressure reduc-
tion. An inconsistency can be due either to an error in
the calculation of the pressure reduction, or to a trans-
mission error in either the station pressure or the sea -
level pressure. All three types of error are observed in
practice. A transmission error in station pressure may
be identified as the most likely cause if the sea-level
pressure agrees well with its neighbours. It is often
not possible to distinguish between an error in calcu-
lating the pressure reduction, and a transmission error
in sea-level pressure, although an inconsistency of an
exact number of hectopascals may suggest that the
latter is the more probable.

The monthly error rate for pressure reduction

inconsistencies is defined as the total number of
errors detected, expressed as a percentagé of the num-
ber of reports checked during a calendar month.
Reports at the four major synoptic times are checked,
a total of over 40000 per month. Figure 4 shows the
monthly error rates since checking commenced in
February 1996. A substantial downward trend in error
rate is evident.

Figure 5 shows the distribution of the rounded first
decimals of the inconsistencies during a typical
month. There is a strong tendency for the inconsisten-
cy to be close to an exact number of hectopascals. For
example, inconsistencies between 0.95 and 1.05, 1.95
and 2.05 and so on are relatively common, while
inconsistencies between (say) 0.65 and 0.75, 1.65 and
1.75 and so on are rare. Focussing upon just those
inconsistencies within .05 of an integral number of
hectopascals (those represented by the vertical bar
labelled O in Fig. 5), Fig. 6 shows that inconsistencies
close to 1 hPa (0.95-1.05) and 10 hPa (9.95-10.05) are
the most frequent. Figures 5 and 6 together suggest
that many inconsistencies are due to transmission
errors arising from manual keyboard entry, rather than
to errors in calculating the pressure reduction itself.
The decreasing overall error rate in Fig. 4 may like-
wise be interpreted as a result of increasing automa-
tion of pressure reduction and message transmission

via the introduction of automatic weather stations and, .

electronic field books.
Another aspect of the observed pressure reduction
inconsistencies is an association between error rate

Fig. 4 Monthly error rates (%) for sea-level pressure
reduction errors since February 1996.
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Fig. 5  Histogram of rounded first decimals of [PMSL
- RECAL]| (see text for definitions), for those
cases where a pressure reduction inconsistency
was detected, during August 1996.
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Fig. 6 Histogram of pressure reduction inconsisten-
cies close to an exact number of hPa, during
August 1996.
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and station elevation. A barometer height of 170 m
corresponds to a correction from station level to sea
level of about 20 hPa. In the 13 months to March
1997, the error rate for stations above 170 m was
1.56%, and for stations below 170 m was 0.68%. The
corresponding relative risk (ratio of error rates) was
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2.32, with a 95% confidence interval of 2.19 to 2.45.
A possible explanation is that a manual misreading of
a pressure reduction lookup table is more likely to
result in a detectable error at a more elevated station,
because the corrections from station level to sea level
vary more from row to row and from column to col-
umn in the lookup table than they do at a station close
to sea level. A second possible explanation is that
errors in manual arithmetical calculations are more
likely when the corrections are larger.

Intermittent errors

The present situation

Most operational numerical weather prediction cen-
tres have for many years used a comparison between
an observation and a short range (e.g. 6 hour) forecast
to flag observations that are unlikely to be correct.
More recently, the cross-validation method outlined
in the ‘Systematic biases’ section has become increas-
ingly popular for the detection of intermittent errors.
Both these approaches are attractive in so far as they
enable quality control to be combined with data
assimilation. At the time of writing, both were used in
the Bureau's global system (GASP) and regional sys-
tem (LAPS; Puri et al 1998), and were the main oper-
ational tools for detecting intermittent errors in real
time. Experience over many years has indicated that
both checks against a short range forecast, and checks
using cross-validation, effectively eliminate most
intermittent errors of more than a few hPa (which
might be termed gross errors). However for reasons to
be outlined below there is scope for improvement,
and the purpose of this section is to describe some
refinements that show promise.

Theoretical considerations

Statistical quality control may be viewed as a binary
(yes-no) decision problem. If an observation differs
too much from a standard of comparison it is rejected,
otherwise it is accepted. Examples of standards of
comparison are a short range forecast, or a cross-val-
idation estimate, as described above. A standard of
comparison is of course itself subject to error. A
framework for quantitative analysis of the quality
control problem, proposed by Lorenc and Hammon
(1988), is shown in Fig. 7. ‘Good’ observations differ
from a standard of comparison in the sort of way
shown at the top of Fig. 7, while ‘bad’ observations
(intermittent errors) minus the standard of compari-
son are distributed as in the middle of Fig. 7. The total
areas under the two curves represent the respective
unconditional probabilities of good and bad observa-
tions, the sum of the two areas being unity. It is

Fig.7  Schematic distributions of good observations
minus a standard of comparison (top), and
bad observations minus a standard of compar-
ison (centre). The lowest frame . schematically
illustrates the effect of improving the standard
of comparison. Vertical dashed lines denote a
tolerance setting.
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assumed that completely ridiculous observations have
been eliminated at an earlier stage. Lorenc and

- Hammon suggest that one should try to set a tolerance
- so that an observation outside tolerance is more like-

ly to be bad than good; see their paper for details of
how to calculate this tolerance by Bayes' theorem.
Referring to Fig. 7, the diagrammatical interpretation
of their suggestion is that the tolerance is set where
the ordinates of the good and bad distributions are
equal. However to be able to set a tolerance in this
way presupposes a prior knowledge of both distribu-
tions, and they may not be known very well in prac-
tice. In the following discussion, no assumption has
been made about the way in which a tolerance -has
been set, but Fig. 7 still provides an appropriate
framework.

Note that the shaded area in the top part of Fig. 7
represents false alarms (good observations rejected)
while the unshaded area in the middle of Fig 7 repre-
sents ‘hits’ (bad observations correctly rejected). The
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two areas, appropriately normalised, correspond to
the familiar scores of ‘false alarm rate’ and ‘probabil-
ity of detection’.

Now consider what happens if the standard of
comparison is improved. The distribution of good
observations minus the standard will become narrow-
er (bottom of Fig. 7), while the distribution of bad
observations minus the standard is little changed.
Therefore, if the tolerance is left unchanged, the num-
ber of false alarms will decrease, while if the toler-
ance is narrowed in proportion to the distribution of
good observations minus the standard, the number of
hits will increase. An intermediate strategy should
improve both scores.

Relevance to current practice

The theoretical considerations discussed above pro-
vide the justification for seeking the best standard of
comparison for quality control. But neither of the cur-
rent standards of comparison, namely a short range
forecast, or a cross-validation estimate performed as
part of an objective analysis, are necessarily the best
achievable standards of comparison. A short range
forecast does not include information about simulta-
neous observations from the neighbours of the station
being checked. A cross-validation estimate does make
use of spatial consistency, since it uses observed
minus forecast pressures at neighbouring observing
points. But by using the same interpolation algorithm
as is used for interpolating from observations to grid-
points (the ‘analysis’ algorithm), such a cross-valida-
tion is suboptimal from a quality control aspect. The
reasons are as follows.

Firstly, as part of a data assimilation for the pur-
pose of numerical prediction, the analysis algorithm
must take into account errors of representativeness
- (scales reflected in the observations that cannot be
represented adequately by the discretised model). The
practical effect is that analyses from a data assimila-
tion system are somewhat smoother than the real
world, although the distinction diminishes with
increasing resolution. Secondly, because analyses
from a data assimilation effectively interpolate from
observations to grid-points, one needs to formulate
the spatial statistical structure by means of domain-
wide correlation functions. Thirdly, current data
assimilation schemes usually assume that all observa-
tions of a certain type (e.g SYNOP pressures) have
the same observational error characteristics.

An alternative approach

An alternative approach to quality control is possible
for observations that are geographically fixed. It is
formulated in observation space, and does not rely
upon an observation to grid-point interpolation algo-

rithm to obtain an estimate of pressure from neigh-
bouring stations. The proposed method can be con-
sidered as linear regression estimates at each station,
in which the predictors are the ‘observed minus six-
hour forecast’ at neighbouring stations, and the pre-
dictand is the ‘observed minus six-hour forecast’ at
the station being checked. The regression equations
are derived from a recent historical dependent dataset
(e.g. the last three months), and may be updated as
frequently as necessary.

Figure 8, based upon a year of independent
Australian SYNOP data, with monthly - updating and
using up to five nearest neighbours within 500 km as
predictors, shows how the station-specific linear
regression approach (labelled ‘linear prediction’) pro-
duces a better estimate of pressure at a central station,
than does cross-validation during data assimilation.
The benefit is particularly marked when the station has
a neighbour within 20 km (lower frame of Fig. 8).
Conversely, the benefit is less, although still positive, in
more data-sparse areas and for ‘edge’ stations.

Fig. 8 Error distributions of pressure estimates at a
central station using neighbouring stations, by
means of station-specific linear regression
(solid bars), and by means of cross-validation
during data assimilation (hatched bars).
Upper frame is for all Australian stations,
lower frame is for those stations with nearest
neighbour within 20 km. Based upon a year of
independent data, with monthly updating of
regression coefficients.
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