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ABSTRACT  

 
We present a novel approach for fog and low cloud (FLC) forecasting, using Bayesian Networks, a 
leading technology for probabilistic reasoning under uncertainty.  We show how this approach 
outperforms existing guidance in a range of forecast applications, while allowing forecasters to readily 
interpret and add value to their outputs. 
 
 
1. INTRODUCTION 
 
The Australian Bureau of Meteorology (the Bureau) is 
the provider of aviation (including fog and low cloud 
(FLC)) forecasts for the aviation industry in Australia.  
Since un-forecast fog at a large, busy airport can cost in 
excess of several million dollars and cause ongoing 
disruptions, four priority airports have been chosen for 
fog forecast improvement.  These are Sydney (mean of 
4 to 5 fogs per year with the largest traffic volumes), 
Perth (about 12 fogs per year, and large distances to 
the nearest alternate), Melbourne (about 12-13 fogs per 
year) and Canberra (about 42 fogs per year).  There are 
some differences and similarities between the 
meteorology of fog at these different locations.   In 
addition, low cloud below Alternate Minima for large 
passenger jets (known as ‘SLAM’ in Melbourne) occurs 
on roughly 33 days per year at Melbourne, and 82 days 
per year at Canberra. 
 
Fog at Perth  Airport, near the west coast of Australia, 
tends to result from westerly gradient flows blocked by 
an escarpment to the east, producing relatively stagnant 
air near the airport (Golding, 1993).  In this case, the 
ocean is usually ‘upstream’, and Numerical Weather 
Prediction (NWP) provides some guidance. 
 
The classic understanding of Sydney  Airport (SSY) fogs 
is that moist oceanic air in a roughly NNE airflow (at 
2000 ft or ‘gradient level’) cools radiatively to saturation 
over land at night.  However, about 30% of fog cases 
occur after some synoptic scale change.  An important 
short-term (up to about 6 hours) predictor of fog is 
‘upstream visibility’ at Bankstown and Homebush 
airports, which are in valleys which drain into the 
Sydney Airport basin, and in which radiation fog may 
form and then develop and/or advect to the Airport. 
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NWP has been found to have little skill at present, 
compared to observational studies, for forecasting SSY 
fogs. 
 
Fog at Melbourne  Airport occurs in a wide range of 
synoptic conditions, with higher frequency for roughly 
ENE and light gradient winds.  In the former case, a 
‘Melbourne Eddy’ (Spillane, 1978) often develops, which 
circulates air from the Bay south of the airport, to the 
airport later at night.  This and other factors make 
evening moisture measurements at Laverton, SSW of 
the airport, important predictors of later fog at the 
airport.  Low cloud affecting aviation tends to occur in 
similar conditions, but with a bias towards more 
southerly gradient flows. 
 
Canberra fog can occur in many situations, but, tends to 
occur more with light winds (with a bias towards 
northeasterly gradient winds), related high pressures, 
and moisture.  Low cloud can also occur in many 
situations, which are somewhat similar to fog conditions.  
However, low cloud is relatively more likely compared to 
fog for southerly flows, overnight pressure drops, 
relatively stable overnight temperatures and large 
dewpoint temperatures. 
 
In all cases, we found (as expected, e.g. Roach, 1994) 
important predictors to be moisture (particularly 
dewpoint temperature and dewpoint depression), 
synoptic-scale winds (as estimated from radiosonde, or 
horizontal pressure gradients), rainfall (which provides 
low level moisture and increased low level stability 
through evaporative cooling), and some relationship to 
length of night or time of year.  Rainfall and Time of 
Year are also viewed as background factors that partly 
define the general weather situation.  These factors are 
not necessarily used for the prediction of fog per se, but 
related differences in the meteorology of fog produce 
differences in the fog probability as indicated by related 
predictors such as synoptic scale winds.  Thus these 
predictors could be expected to provide skill in a generic 
forecast scheme for most locations, while other 



predictors are location-specific.  The importance of fog 
at major airport locations led to the development of 
separate guidance for them. 
 
In general, forecasting fog is a difficult process that 
includes many sources of uncertainty.   Conducive 
conditions for the formation of fog are usually fairly well 
known (e.g. low dewpoint depressions), but not always 
well observed or forecast.  Additionally, fog may develop 
or not despite these conditions prevailing.  Therefore 
uncertainty is inherent in every component of fog 
forecasting.  Current fog forecasting approaches 
incorporate this uncertainty to different extents.  
 
2. EXISTING GUIDANCE TOOLS 
 
Guidance could be loosely split into numerical (NWP) 
and observationally-based approaches.  Local work 
found NWP to have limited skill for local fog prediction.  
NWP is currently used to predict variables that are 
useful for fog prediction; e.g., the Bureau OCF scheme 
(Woodcock & Engel, 2005) averages de-biased 
parameters from a range of NWP models; we use it to 
forecast moisture and potentially other fields. 
 
The generic Regano guidance (Regano, 1997) uses a 
case-based reasoning approach. For any given site it 
searches a synoptic database for past ‘fog’ and ‘no fog’ 
cases occurring after similar conditions to those 
currently being observed.  Limitations of this method 
include its non-site-specific nature, predictor choice, and 
dependence on the number of analogues it can find.   
 
Perth  uses a rule-based approach, utilising NWP 
guidance, a subjective synoptic pattern-matching 
technique, and subjective input.  This gave an increase 
in forecast consistency, false alarms and probability of 
detection (POD), with little change in overall skill. 
However, as the cost of an un-forecast fog is roughly 20 
times that of a false alarm, the aviation industry found it 
useful. 
 
Two different decision trees have been developed for 
Sydney  Airport and tested in operational trial in 2006.  
1) a simple decision tree, the SAFA (Sydney Airport Fog 
Aid), rejects a fog prediction if the value of any predictor 
lies outside a related threshold. This usefully guided 
forecaster thinking, but resulted in a POD of 0.4 
compared to about 0.9 for previous official operations.  
2) A more successful and advanced ‘FOGS’ decision 
tree (Fog Objective Guidance for Sydney), gives fog 
probabilities and allows for uncertainties in fog 
predictors (see 4.1 for results).  A neural network 
approach was abandoned due to excessive false alarms 
and the inherent lack of support for forecasters to 
interpret and understand the results. 
 
The most significant previous guidance for Melbourne  
Airport has been the Stern-Parkyn (2001) technique.  
This uses forecast morning airflow direction, cyclonicity 
and strength, and observed afternoon moisture in 
logistic regression.  

 
Several fog forecast aids have been developed for 
Canberra Airport .  The Regano (1997) guidance has 
been used for about 10 years, and its utility at Canberra 
was estimated by Mallay et al (2003).  More recently, 
Fabbian et al (2007) produced neural network-based 
guidance, while Williams (2004a, b) used logistic 
regression.  These guidance schemes forecast fog in 
only one visibility range, and do not forecast low cloud 
probabilities. 
 
Our aim was to overcome these limitations of existing 
tools by developing a guidance approach that can be 
readily adapted to different locations, provide good 
guidance, and be readily used, understood and 
interpreted by forecasters. 
 
3. A NOVEL APPROACH FOR FOG AND LOW 
CLOUD FORECASTING 
 
We developed a novel approach for fog forecasting, 
using Bayesian Network (BN) technology, which deals 
with uncertainty and is based on probability theory (Korb 
& Nicholson, 2004). BNs are directed acyclic graphs 
representing a joint distribution, where the nodes 
represent random variables and the arcs indicate 
dependencies between the variables (arcs can have a 
causal interpretation).    A conditional probability table 
(CPT) associated with each node specifies the 
probability of each state, given parent states.  Given the 
states of observed variables, the new probability 
distribution of the unobserved variables is calculated.  
We developed a methodology for designing location 
specific tools, that includes rules integrating: 1) available 
observations that are defined for the specific location, 2) 
available specific existing guidance, 3) expert opinion to 
overcome the limitation of a rare event and dependency 
on available data whilst explicitly incorporating 
uncertainty into Bayesian networks.  These networks 
can then be augmented with domain specific 
cost/benefits into decision networks, which produce 
suggested forecasts using decision theory. 
 
Our methodology comprises the following steps: 
1. Identify relevant information to be incorporated in 

the network  
2. Classify the information as guidance (e.g. the 

Stern-Parkyn technique) or expert opinion, or 
meteorological information (predictors (e.g. 
moisture) and ‘background’ factors (e.g. length of 
night)).  

3. Discretise information into useful ranges (e.g. 
rainfall <  0.35 mm).  

4. Combine into a BN structure: guidance, predictors 
(objective) and expert opinion (subjective) are used 
as ‘sensors’ (e.g. an imperfect thermometer), while 
background factors are used as causes.  

5. Revise network to reduce CPT sizes.  
6. Incorporate expert opinion in CPTs and weight 

/experience.  
7. Learn probabilities from data.  



8. Test the network (dependent / independent data, 
cross-validation). 

 
In figure 1, we show an example of the discretisation of 
a moisture predictor for Melbourne Airport fog.  The 
discretisation is made using (green and cyan) isopleths 
of ~ constant objective univariate fog probability. 
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Figure 1.  Discretisation of a moisture predictor for 
Melbourne Airport fog. 
 
In operational use, if predictors are unavailable or if a 
forecaster decides any predictors have become 
unrepresentative (e.g. a thermometer becoming 
defective), the BN still provides useful guidance.  
Further, the network indicates the most likely values of 
any unavailable predictors.  The forecaster can also 
explore ‘what if’ scenarios, e.g., determine how fog 
probabilities change if rainfall occurs in the next few 
hours.  Forecasters can see numerically and graphically 
how the networks produce their forecast.  Thus they 
also provide baselines against which forecasters can 
exercise their expert judgement – an approach long 
recognised to provide value. 
 
 
4. CASE STUDIES 
 
In order to validate our approach, several case studies 
were performed. Figure 2 depicts an example, the 
Sydney Airport Bayesian Objective Fog Forecast 
Information Network (SSY-BOFFIN) for 1615Z.  Before 
any observation is known (above), the numbers and 
horizontal bars towards the right of each node (Fig 1a) 
show the climatological frequency of variables in 
different ranges (such as a 27.4% chance of midnight 
dewpoint depression (‘dpd YSSY 0000’) being in the 
‘below 2.76’C state.  For a given day, a forecaster 
selects the states given by the observations (Fig 1b).  
The network then integrates the results to produce a 
forecast ‘fog probability’ in the fog node (89.6%).  This 
probability can then be interpreted according to 
preferences and/or calibration in a decision node (not 
shown) to produce a suggested forecast. 

 

 

 
Figure 2 .  Bayesian network for Sydney Airport, for 
observations available by 1615 UTC (using Netica BN 
tool, www.norsys.com) . 
 
4.1 Sydney Airport (SSY-BOFFIN)  
 
SSY-BOFFIN has been developed for forecast base 
times of 14Z (local midnight), 1615Z (for the 1818 
Terminal Area Forecast (TAF)), and 17Z. SSY-BOFFINs 
have been evaluated using several metrics, including 
cross-validated ROC scores.  ROC scores (Mason and 
Graham, 1999) give the area under ROC curves, which 
show the possible tradeoffs between POD and false 
alarm rate.  A score of 1.0 is perfect skill, while a score 
of 0.5 is no skill.  Table 1 shows outstanding ROC 
scores (1998-2006 cross-validation data), improving 
with shorter lead times and better than pervious 
operations.  BOFFIN skill actually improved in the fully-
independent operational trial period  Jan 2007 to 9 
October 2008! 
 # 

cases 
14Z 16Z 17Z 

Learn 1992-2006 
test 2007-2008  

11 0.969 0.986 0.987 

Cross-validation 
1998-2006 

43 0.958 0.972 0.977 

Operations, 
1998-2005 18Z 

35   0.878 

Table 1.  ROC scores  for SSY-BOFFIN 
 
Table 2a and 2b shows POD, FAR* (False Alarm ratio, 
(#FA / total # fogs forecast) for the independent 
operational trial period 2007-2008.   Additionally, for 



BOFFIN 17Z forecast probability of 70%, POD was 
100%, FAR* 65%. 
 
Consider PROB FOG level (significant chance of fog). 
 POD % FAR* % 
14Z 100 83 
16Z 100 76 
17Z 100 78 
 
PROB FOG level 
 POD % FAR* % 
14Z 82 83 
16Z 100 74 
17Z 100 73 
Table 2a and 2b.   SSY-BOFFIN POD and FAR* for 
different suggested forecast levels. 
 
Table 3 shows results from an operational trial of YSSY 
fog methodologies against official forecasts (valid at the 
time of the fog) Mar 2005 to Sep 2006 (BOFFIN first 
used in 2006). Comparisons are shown for POD and  
FAR*), using ‘Code Grey’ level (fog probability 
significant albeit small). 
 
 SAFA FOGS BOFFIN Official 
POD% 40 70 88 90 
FAR*% 88 86 82 88 
Table 3. Results from operational trial of YSSY fog 
methodologies 2005-2006.  All the methodologies 
forecast all 8 2007 fogs at Code Grey or greater level. 
 
4.2 Melbourne Airport (MML-Boffin)  
 
MML-BOFFIN uses predictors valid at 9pm (some of 
which are forecast at 3pm for the 0606 TAF) and 
incorporates previous Stern-Parkyn guidance.  See 
Newham et al. in these proceedings for details.  
 
MML-BOFFIN cross-validation fog forecast accuracy 
(ROC scores) clearly exceeded the accruacy of official 
forecasts for 2003 to 2005 data (Figure 3).   
Subsequently, in a 3-year operational trial Aug 2005-
Aug 2008, the skill of BOFFIN actually increased over 
that of the training period (Figure 4).  Further, the skill of 
the operational forecasts jumped dramatically, with 
forecasters adding value to BOFFIN as we had hoped.  
All 38 fog events in this period were forecast.  In 
particular, forecasters were able to allow for 
uncertainties in moisture estimates when producing 
official forecasts (not shown). 
 
This increase in official forecast skill is likely due to 
some combination of  the availability of MML-BOFFIN, 
greater forecaster training and awareness, and ‘easier’ 
forecast situations. Official skill often increases as 
objective guidance improves.   
MML-BOFFIN has been well accepted by forecasters in 
operations, despite some slowness in using it prior to 
further automation.  Key factors in this are training and 
education, a good initial user interface, involvement in 
development, forecaster ability to understand, interpret 

and add value to the results, and the quality of the 
guidance provided. 
 

 
Figure 3 .  9pm BOFFIN and Official 12Z fog forecast 
ROC scores 2003-2005. 

 
Figure 4.  9pm BOFFIN and Official 12Z fog forecast 
ROC scores August 2005- August 2008. 
 
BOFFIN has also been extended to forecast the 
probability of visibility reductions in different ranges of 
importance to aviation at Melbourne Airport, and to add 
midnight dewpoint depression and midnight lapse rate 
predictors to a Network to be used at a later time. 
 
4.3 Perth Airport (PPH-BOFFIN)  
 
Here, we explicitly incorporated subjective opinion into 
the guidance, to fit in with the previous methodology and 
culture at Perth.  Other predictors are moisture, 
pressure gradient, and NWP.  We have tested this for 
6pm-based forecasts in cross-validation.  POD and 
FAR* from this network depend upon the network 
probability above which fog is forecast; POD for a 
probability threshold giving a lower FAR* than official 
forecasts 2002-2006 is shown in Table 4.  We see that 



PPH-BOFFIN outperforms previous guidance in cross-
validation, which, as shown for MML-BOFFIN, gives a 
good indication of  skill used on independent data in 
operations. 
 
 Operations BOFFIN – for better 

FAR* than official 
 POD FAR* POD FAR* 
TAF level  78.8 86.5 92.9 85.9 
Code 
Grey  

90.9 88.5 95.2 88.45 

Table 4.   Results comparing PPH-BOFFIN to official 
forecasts 2002-2006. 
 
4.4 Melbourne Airport low cloud  
 
We adapted the BOFFIN methodology using our 
network design principles, with minimal R&D, to predict 
low cloud at Melbourne Airport (MML).  In cross-
validation, for cloud base below 700 feet (an aviation-
critical threshold), for 9pm-based forecasts, 1994 to 
August 2006, the ROC score was 0.841, compared to 
0.701 for the Stern-Parkyn low cloud guidance.  In an 
independent data trial from August 2006 to August 
2008, the ROC score was 0.851, an improvement in skill 
over the training period.  POD was ~94%. 
 
We have also successfully combined the fog and low 
cloud networks for MML, to give the total chance of e.g. 
below-SLAM low cloud or visibility.  This required 
provision of some rules (take the worst of the fog and 
low cloud conditions as the final forecast in a 
probabilistic sense), and was completed in about two 
day’s work, showing the power of BNs to integrate 
guidance. 
 
4.5 Canberra Airport fog and low cloud 
 
Canberra was the last FLC aid we developed.  Our aims 
were to test the same basic Bayesian network structure 
used previously at another location, investigate network 
skill at a location with significantly more FLC cases per 
year,  take advantage of previous work on fog predictor 
identification for Canberra plus test predictors we had 
used elsewhere, develop the first low cloud aid for 
Canberra Airport, find predictors to discriminate 
between fog and low cloud, and complete the work 
through to basic verification in less than 2 weeks. 
 
Our training data covered the period 1989 to 2007.  We 
calculated network skill on both dependent and 
independent (2008) data.  As always, fog predictors 
were based on moisture, wind/pressure, cloud, 
temperature variations, rainfall and season.  With low 
cloud often occurring in similar conditions to fog, similar 
predictors were trialled. 
 
In general, the networks performed well.  In Table 5, we 
compare performance of the Regano fog technique in 
operational use at 3pm for April to August, from 1998 to 
2000, versus the Bayesian Network for the same period, 
but on dependent data for 6pm.  The comparison is 

somewhat flawed due to the different lead times and 
use of dependent versus independent data.  To simplify 
the comparison, we effectively compare POD where the 
Bayesian network FAR* is the same as or marginally 
better than that for the Regano technique.  The 
Bayesian Network performs better than the Regano 
technique on this comparison.  As regards ROC scores: 
Regano ROC  0.726 
SCB-BOFFIN ROC 0.785. 
 

Regano 
POD 

BN POD Regano 
FAR* 

BN FAR* 

93 99 69 68 
66 97 66 66 
41 87 61 60 
17 79 57 57 

Table 5.   Results comparing SCB-BOFFIN to the 
Regano Technique 
 
Next  we show ROC scores for visibility forecasts on 
both dependent and independent data, and compare to 
results from Fabbian et al (2007). 
 
Network / 
time / 
season 

Min vis < 
2001m 
Dependent 
1989-2008 

Min vis < 
2001m 
Independent 
Learn to 
2007; apply 
to 2008 

Fabbian 
Neural 
net 
cross-
validation 
Apr-Aug 

6pm Apr 
to Aug 

0.808 0.750 0.849 

Midnight 
Apr to Aug 

0.835 0.778 0.858 

3am Apr 
to Aug 

0.892 0.871 0.937 

Table 6.   Results comparing SCB-BOFFIN to neural 
network results. 
 
The ROC scores for SCB-BOFFIN are respectable.  
Fabbian et al (2007) obtained better ROC scores in 
cross validation (on a slightly different data period).  We 
have not yet been able to obtain 2008 operational 
forecast results from the neural network in order to 
make a definitive comparison.  ROC scores declined 
significantly in 2008 compared to the training period.  
This  seems to have simply been a difficult year to 
forecast fog.   
 
SCB-BOFFIN Brier Skill Scores (not shown) exceed 
those for SSY-BOFFIN, as one would hope given the 
former has many more cases available for training.  
ROC scores are not directly comparable where the 
frequency of fog is different.  Any comparison between 
sites is difficult due to factors such as different fog 
formation times.  Interestingly, SSY-BOFFIN 
outperformed a neural network by Fabbian et al in 
operational use.  It is speculation that this may say 
something about the relative merits of neural networks 
and Bayesian Networks on small versus large training 
sets. 
 



Next we present ROC scores for the low cloud network 
in Table 7. 
 
Network / 
time / 
season 

Min base < 2001 ft 
Dependent 1989-
2008 

Min base < 2001 ft 
Independent; Learn 
to 2007; apply to 
2008 

6pm full 
year 

0.778 0.728 

Midnight full 
year 

0.794 0.732 

3am full 
year 

0.800 0.731 

Table 7 .  ROC scores for low cloud network 
 
The ROC scores are much larger than 0.5, indicating 
that the low cloud network has good skill. 
 
As fog and low cloud can occur in similar conditions, it is 
useful for forecasters to know their combined probability 
(which is different to the sum of individual probabilities).  
Hence we produced a combined fog and low cloud 
network, with probabilities forecast for either visibility or 
cloud base or both below thresholds of aviation 
significance.  The combined FLC network for 3am is 
shown in Figure 5.  Seasonal and rainfall background 
factors, which directly influence probabilities for other 
predictors, have been grouped on the right hand side of 
the networks.  We have chosen to set network cloud 
and visibility outcomes to be below the absolute landing 
minima, so that predictor frequency distributions for this 
case may be seen from the relative bar lengths on the 
network diagram.  Results are shown in Table 8. 
 

 
Figure 5 .  Combined FLC network for 3am, Canberra. 

 
 
 
Observed worst visibility and/or low 
cloud conditions 

ROC 
score 

BelowAbsLandingRwy35 0.912 
BelowAbsLandingRwy17AltRwy35 0.763 
CldBaseBelowAltRwy17 0.8 
Table 8.  YSCB ROC scores for combined fog and low 
cloud forecasts; base time 3am. 
 
These results are again skilful.  Given the minimal time 
spent developing this network, it is likely that significant 
improvements are possible. 
 
 
5. CONCLUSIONS 
 
We have found Bayesian Networks able to forecast fog 
and low cloud with greater skill than previous guidance.  
Further, the operational forecast skill at Melbourne and 
Sydney Airports exceeded that of the training period in 
3-year trials.  These networks have now forecast 55 
fogs in a row at these locations, compared to a previous 
operational mean of 7-8, while reducing FAR*.   
Including the Canberra independent trial period, the 
various BOFFINS have forecast a completely 
unprecedented 88 fogs in a row.    Further, there is 
strong evidence that forecasters have directly added 
value to the Bayesian networks, as we had hoped given 
the network support of uncertainty estimation. 
 
Once we had developed a methodology and basic 
network structure, development of the networks has 
been relatively straightforward and rapid to implement 
for a range of locations and purposes. The advantages 
of BNs include robustness to missing data, provision of 
objective probabilities for ‘what if’ scenarios, the ability 
of forecasters to interpret and add value to their outputs, 
scientifically sound adaptability in cases where a 
forecaster recognises that a predictor is 
unrepresentative and should be discarded, incorporation 
of the experience of domain experts in several explicit 
and implicit ways, and the ability to integrate other 
guidance.  The networks can also be extended to 
incorporate input from NWP ensembles.  The networks 
have performed well on rare events, and proven stable 
in operational use compared to the training datasets.  
 
Finally, we have taken the approach of producing 
systems to support experts, rather than expert systems.  
This both takes advantage of forecaster experience, and 
fits with forecaster culture. 
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