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Shining sunlight on the 

Southern Ocean with 

machine learning



Most models underestimate the amount of 

shortwave radiation entering the Southern Ocean. 

Morrison et al., 2020



While using recent measurements to evaluate cloud 

properties it was clear there was also a bias in ERA5.



The correct simulation of shortwave radiation relies 

on a good simulation of clouds in ERA5.

Radiative transfer model

ERA5

ERA5 features



Can the information already contained within ERA5 

be used to more accurately simulate surface 

shortwave radiation?



Can the information already contained within ERA5 

be used to more accurately simulate surface 

shortwave radiation?

Machine learning

Surface shortwave radiation 

measurements

ERA5 features

?????

“The truth”



A workflow was designed to see if machine learning 

techniques could outperform ERA5.

ERA5 predictors:

sw_clear_era5 + 
lw_clear_era5 + 

skt + sst + t2m + t700 + 
t1000 + t850 +

r850 + r950 + tcc + lcc +

mslp + blh + M + lts + eis
+ u600 + v600

Machine learning: 
Random forest, XGBoost

and generalised linear 
models

Downwards shortwave 
radiation predicted by ML-

based models

Mechanistic: ECMWF 
model with radiative 

transfer

Downwards shortwave 
radiation simulated by 

ECMWF

Training set of ship-based 

shortwave measurements

Evaluate with testing set of ship-

based shortwave measurements

Testing set of ERA5 predictors



Random Forests and XGBoost use an ensemble of 

tunable decision trees to build a predictive model.

XGBoost is grows trees 

sequentially and tries to predict 

the residuals of the previous tree

Built using training data!

Random Forest grows trees in 

parallel and takes the mean 

prediction



Shortwave measurements can be used to build a 

model using machine learning with ERA5 predictors.

Machine learning

Surface shortwave 

radiation measurements

ERA5 features

This is only an illustrative example of a single decision tree. 



Tuning, training and testing requires a lot of care to 

ensure robustness.

Each box is a different split of training and testing data. Data from calendar 

months were forced to be kept together

1. Data split into training and testing 

sets. 

2. Algorithm parameters optimised on 

each training set.

3. The best combination of parameters 

for each algorithm selected and 

models trained.

4. Models evaluated on each testing 

set.

(there were really 10 splits and data from 1995 – 2019)



DOES IT WORK?



The predicted shortwave radiation from random 

forest (and XGBoost) performed better than ERA5.

The improvements are even more pronounced south of the Polar Front!



The machine learning technique captures the large-

scale structure well.

Radiative transfer model

Machine learning
(Random Forest)

ERA5

Surface shortwave 

radiation measurements

ERA5 features



The calculated cloud radiative effect is stronger 

below the polar front where models struggle.

Evaluated from the ship-based surface observations Calculated from ERA5 and the trained random forest model



SHapley Additive exPlanations (SHAP) tell us how 

much each predictor changes our predictions.

The random forest model is identifying differences in the clear sky shortwave radiation, total cloud cover, and sea 

surface temperature to make the distinctions north and south of the polar front

Lundberg and Lee, 2017: A Unified Approach to Interpreting Model Predictions. 



There are a few ways that this work could and 

should be extended.

• More ERA5 features (with dimensionality 

reduction)

• Temporally lagged features

• Train and test on different model data (e.g. 

ACCESS-G or C, BARRA)

• Incorporate more observations (e.g. buoys, 

floats, station)

Using many of these features at more pressure levels and different 

lagged time steps could further improve performance. 



We want to extend this methodology to other 

projects.

• Precipitation (e.g. with OceanRain disdrometer

data)

• Cloud properties (e.g. cloud fraction, water 

content)

• With more of a focus on sea-ice regions

• Bias inference 

• To understand links between Southern Ocean 

biogeochemistry and cloud microphysical 

properties

OceanRAIN disdrometer coverage (Klepp et al., 2018)

Antarctic fast-ice coverage (Fraser et al., 2020)



These results demonstrate the advantages of using 

machine learning. Applying them will be the 

challenge now.
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EXTRA



It is important to carefully consider how to split the 

data into training and testing sets.

• Chunk: Take a random 90% of months for training, leave 10% for 
testing

• Platform: Train on all Aurora Australis, test on RVI and MICRE

• Random: Take a random 90% for training, leave 10% for testing

• Time: Take first 50% of dates for training, leaving 50% for testing

• K-fold nested cross validation

• Outer folds used for training and testing (very important)

• Inner folds used for hyperparameter tuning (bonus)



Random Forests and XGBoost use an ensemble of 

tunable decision trees to build a predictive model.

XGBoost is similar except it grows trees 

sequentially and tries to predict the residuals of 

the previous tree

Built using training data!


